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Executive Summary

This deliverable reports on the activities performed in WP3 for the initial definition
of the Extreme Scale Monitoring Architecture. The work presented here is the result
of T3.1 and T3.2. We present a comprehensive background and related work focus-
ing on those components which can offer benefits to our Extreme Scale Monitoring
Architecture. In section 3 we present the features of extreme scale monitoring based
on the constraints and challenges identified in the same section. Section 4 presents
our proposed initial Extreme Scale Monitoring System architecture.

The placement of the deliverable is outlined in Figure 1.

Figure 1: Deliverable dependencies of D3.2.
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Chapter 1

Introduction

System monitoring for large-scale HPC platforms is a challenging task, which
becomes more difficult as the scale and complexity of the infrastructure increases.
In such case, the system mean time between failures (SMTBF) tends to decrease
inversely proportional to the number of components. Therefore, the applications
can experience interruptions in service due to hardware failures. As the HPC sys-
tems’ size increases, application failures become a critical issue, which could have
profound effect on the overall system performance. In addition to hardware failures,
novel system software stacks coupled with legacy parallel scientific applications
deployed on modern cluster platforms push the envelope of reliability. Thus, it is
predicted that the failure rates associated with the strawman architectures presented
in the DARPA ExaScale Computing Study could be as low as 35-39 minutes at
Exascale [2, 14].

One important challenge in ExaScale computing consists of developing scalable
components that are able to monitor in a coordinated and efficient manner the use of
the hardware resources and the behaviour of the applications. However, monitoring
Exascale system is a challenge due to the large number of components and the
tight requirements, such as sub-optimal period scheduling [11]. Moreover, in HPC
systems the schedulers assign compute nodes in a static way, trying to run different
applications in different nodes to avoid interferences. They use CPU availability
as main criteria on the scheduler side and HPC system statistics, as TACC Stats
in [9], to improve the system utilisation. However, as nodes scale-in, a single failure
could affect multiple applications in the system simultaneously. Thus, efficient
system monitoring plays an important role in three aspects: 1) tuning the computing
infrastructure; 2) optimising scheduling in order to share resources and to provide
high efficiency; and 3) detect faulty components/nodes in the system.

Essential problem in extreme scale systems is their scalability due to large
numbers of resource and huge data amounts to be transferred, stored and accessed.
That imposes a challenge on monitoring system to provide insightful data allowing
to avoid or remove bottlenecks related to data congestion, and in this way, improve
performance and efficiency of large scale applications. On the other hand, the scale
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and complexity of such systems put important constraints on the monitoring system
itself.

In this deliverable, we provide an initial analysis of this problem and propose a
first concept of the scalable monitoring architecture along with possible components
and interfaces, both being developed within the project as well as existing solutions.

The subsequent part of the document is structured in the following way. Section
2 contains a short summary of existing approaches and tools, extending information
collected in deliverable D3.1. In Section 3, we gather requirements and planned
features of the scalable monitoring system. In Section 4, we propose a concept of
the architecture along with potential components and examples of implementation.
Section 5 concludes the document.
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Chapter 2

Background and related work

2.1 Monitoring levels

Monitoring of extreme scale systems includes collection of information from differ-
ent components and subsystems as illustrated in Figure 2.1. First, information about
physical structure of the systems is needed including architecture of the network
and server nodes. Certain data can be related directly to physical parameters of
the system such as power consumption of specific hardware components or en-
vironmental data from sensors. Those parameters are essential in calculation of
efficiency of the system and operational costs. These data can be obtained from
the infrastructure either through meters and sensors or dedicated interfaces such
as IPMI to get data from servers. On top of the hardware there are monitoring
and control functions available from OS layer. Those include parameters such as
components utilisation (e.g. processor and memory) and more detailed resource
information such as performance counters. Hardware components’ states such as
CPU P-states can be retrieved and set using specific APIs, e.g. ACPI. In large sys-
tems resources are usually managed by distributed resource management systems.
In HPC domain computing jobs are usually managed by queueing systems such
as SLURM. Important information about jobs’ duration, waiting time, resource
consumption, etc. can be collected by appropriate API. Recently, applications are
often run in a virtualisation environment. They can run within virtual machines
managed by a hypervisor or in the lightweight containers. Finally, applications met-
rics are essential for performance and efficiency monitoring. They can be collected
using black-box approach, for example, as indicated in the OS layer, by collecting
performance counters related to the specific application processes. This approach is
needed if arbitrary applications are executed and there is no access to their source
code or even binaries in advance. Otherwise, applications can be instrumented by
introducing probes and collecting more detailed traces.

Within ASPIDE, the monitoring architecture focuses on server nodes levels and
combination of it with information about application performance, especially data
communication and management.
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Figure 2.1: Monitoring levels

2.2 Architectural concepts

Scalability issues and difficulties in processing monitoring data in large distributed
systems is a well-known problem. Combination of data related to the infrastructure,
hardware, network and applications pose additional challenges. To cope with these
issues a number of approaches have been proposed. In addition to the specific tool
summarised in D3.1, it is worth to look into some example of approaches briefly
summarised below.

2.2.1 ELK

The ELK stack comprised of Elasticsearch, Logstash and Kibana is one of the most
widely used and versatile monitoring solutions currently available [5]. There are
many solutions based in full or in part on this software stack. Specific components
that are part of ELK, or can be integrated within, are defined in section 2.3.

2.2.2 ExaMon

The architecture of the Exascale monitoring system for HPC [12], deployed at the
CINECA supercomputing center is presented in Figure 2.2. It applies message
queueing and Cassandra NoSQL database to collect data in a distributed way. It uses
subscription and pushing mechanism rather than polling. On top of the monitoring
system various popular tools are used for visualisation and analysis.
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Figure 2.2: The ExaMon exascale monitoring for HPC

2.2.3 Energy monitoring architectures

Power and environmental data are important aspects of the extreme scale systems.
These data must be often combined with various sensors and performance related
metrics to evaluate efficiency of solutions. Tools used for energy monitoring include:
KWAPI, EML, PMLib, ECTools and BEMOS.

The Energy Benchmarking, Monitoring and Statistics System(BEMOS) [4]
is a platform designed to manage and monitor large-scale heterogeneous server
infrastructure. It combines computing systems’ power usage measurement data with
infrastructure measurements and environmental parameters such as temperature, air
flow, humidity, and others. It can be applied on various levels from infrastructure
to applications. Sensors are not necessarily physical devices. A software-defined
sensor can monitor various metrics including processor load, the number of active
users, parameters of running applications such as FLOPS or database transactions.
Thus, BEMOS also enables monitoring applications and services. This approach al-
lows to disaggregate coarse-grained data into smaller, more detailed information, by
defining virtual sensors, for example, power usage estimations based on application
characteristics.

The system architecture, as illustrated in Figure 2.3, adopts a Graphite time-
series database. This, circular-buffer database, stores the time-series data collected
from multiple types of sensors. The database aggregates data over time, trading
accuracy for collecting data over longer periods of time. In this way, it can handle
large numbers of performance metrics from thousands of servers.

Online monitoring results are visualised using LABEE web interface and portal
(see Seciton 2.3.8). Additionally, by the combination of Graphite with Grafana it
supports prototyping and search for patterns and dependencies within the collected
datasets.
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Figure 2.3: The example of the BEMOS deployment [4]

2.2.4 UC3M tool

UC3M has developed a scalable light-weight monitor [1] for HPC framework that
provides new strategies for resource monitoring in compute nodes. This a scalable
monitoring tool that is able to analyse the platform’s compute nodes and to detect
any risks of contention between them and possible hotspots in node resources (CPU,
memory, I/O, energy, ...). In the current implementation three different classes of
contention are considered: exhausting the CPU (CPU hot spot), exhausting the
existing node memory (RAM hot spot), conflicting accesses to the node network
interface (NET hot spot), and cache-related conflicts (CACHE hot spot). The hot
spots are quantified as the percentage of use of RAM and network bandwidth and
the last-level cache miss ratio.

This monitoring tool is thought to be extremely light-weight and to avoid
centralized components, that might be a bottleneck and a single point of failure.

The monitor overhead, as well as the effect of different monitor features for
reducing the network usage, is shown in Table 2.1. This table shows the overhead of
different components of the monitor for two sampling periods defined as the period
used to take samples in the compute nodes. As can that CPU be seen, memory
usage is small in both cases.
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Table 2.1: DaeMon Monitor overhead per node and DaeMon Server overhead when the monitor is
executed on 6 compute nodes and two sampling periods of 30 and 2 secs.

Component Network usage (bytes) Memory (MB) CPU use (%)

30 s. 2 s.

Monitor 1472 per period 10 0.01 5%

Server 1472 per hot_spot 4 0.01 5%

2.3 Monitoring components

Based on the analysis in the previous sections and data collected from the D3.1,
relevant components for the extreme scale monitoring system have been identified.
They are shortly summarised in the following subsections.

2.3.1 OS-level collectors

Collectd1 [3] is an open-source POSIX daemon that collects, transfers and stores
performance and network related data. One of the main features of collectd is its
wide array of available plugins capable of collecting thousands of metrics.

The Beats platform is also part of the ELK stack and contains lightweight data
shipper agents. Among the the official beats are FileBeat for log file forwarding,
MetricBeat for system metrics, Packetbeat for network data. There are also a wide
range of community developed beats agents2.

Monit3 is an opensoource POSIX supervision and monitoring tool. It features
automatic maintenance and repair capabilities being able to run causal actions in
case of anomalous or error situations. It can monitor system, process, file/directory
metrics. It is easy to set up and is similar in computational requirements to Collectd.

2.3.2 Processing events and messages

Logstash4 is a tool developed in order to collect, process and forward events and
log messages. Basically, it handles Extract, Transform and Load (ETL) operations.
It uses configurable plugins for input, output and filters in order to collect, process
and load data. The input plugins can be configured to accept a wide range of inputs
starting from TCP/UDP to Kafka topics.

The input plugins then send the data for processing to the filter worker plugins.
Finally, the processed data is routed to one or more output plugins such as Elastic-
search, Kafka, InfluxDB and many more types of data stores. It implicitly supports

1https://collectd.org/
2https://www.elastic.co/guide/en/beats/libbeat/current/community-beats.html
3https://mmonit.com/monit/
4https://www.elastic.co/guide/en/logstash/current/index.html
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a wide range of logging formats and with the aid of filters such as grok it is easy
to extend it to new logging formats. One important property of Logstash is that is
essentially stateless thus making it extremely scalable. For example it is possible
for two Logstash instances to serve the same Elasticsearch endpoint.

Furthermore, more complex deployment scenarios can be devised by splitting
the role of input, filter and output into different logstash instances. For example it
is possible to have one logstash instance handling only inputs with no filters set,
while it outputs these massages to other logstash instances which are tasked with
ETL operations. Finally these send the processed data do one or more instances
tasked with feeding the data into the final persistent data store. We can easily see
that logstash is a very versatile tool which can be used outside the standard ELK
stack.

Kafka5 is an open-source distributed streaming platform released under Apache
v2 License. It is used mostly for building real-time systems. One important feature
of Kafka is that it is fault tolerant and horizontally scalable. Kafka stores the streams
as records in categories that are called topics, and each of the records has a key,
value and timestamp. One can easily interact with it trough one of the four APIs
exposed. The Produced API is designed in order for an application to publish a
stream of records to one or more topics. The Consumer API is designed in order for
an application to subscribe to various topics and to process streams of data that are
produced. The Streams API enables applications transform streams of data from
various topics and transfer the results to the output stream, whereas the Connector
API enables applications to connect Kafka topics to existing applications. The
communication between servers and clients in Kafka is done via the TCP protocol.

2.3.3 Stream processing and analysis

ElasticSearch6 is an open-source, RESTful search engine based on top of Apache
Lucene7. It is an inherently (horizontally) scalable solution which can perform
near real-time processing with up to 5-second latency. It also provides support for
multi-tenancy, streamlined backup procedures as well as insuring data integrity.
One of the most important capabilities of Elasticsearch is its ability to handle high
throughput of tens or even hundreds of thousands of messages per second. Each
node, which makes up an Elasticsearch cluster can be configured to have a specific
role.

The Master Node is responsible for lightweight cluster-wide actions such as
creating or deleting indexes, tracking cluster node status and shard allocation. Any
node can be set to be master eligible. The election process starts first with the
discovery of other nodes.

This process starts with a list of seed addresses from one or more seeds, together
with the addresses of any known master-eligible nodes from the cluster. The first

5https://kafka.apache.org/
6https://www.elastic.co/guide/en/elasticsearch/reference/current/index.html
7https://lucene.apache.org/
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step is that each node probes the seed addresses by connecting to each address and
attempting to identify the node to which it is connected. Secondly, it shares with
the remote node a list of all of its known master-eligible peers and the remote node
responds with its peers in turn. The node then probes all the new nodes that it just
discovered, requests their peers.

If the node is not master-eligible then it continues this discovery process until it
has discovered an elected master node. If no elected master is discovered then the
node will retry after 1 second by default.

If the node is master-eligible then it continues this discovery process until it has
either discovered an elected master node or else it has discovered enough masterless
master-eligible nodes to complete an election. If neither of these occur quickly
enough then the node will retry after 1 second. All master eligible nodes can start a
master election which is based on a quorum and voting configuration.

Another role is that of Data Node tasked with holding data shards. They handle
the majority of CRUD operations which are I/O, memory and CPU intensive. Be-
cause of the high computational requirements special Ingestion Nodes for handling
pre-processing pipelines can be used. A further type of node is essentially a load
balancer or Coordination Node which handles route requests, search reduce phase
and bulk indexing. It is especially useful in large clusters.

We should mention that, from the point of view of the ASPIDE solution, Elas-
ticsearch has some issues. The chief issues are related to data storage. For example
because Elasticsearch is basically a search engine the data index usually occupies
30% of the total data stored. This can vary wildly depending on the document
type to be indexed. Furthermore, the issue of sharding and scaling can seriously
impact performance. In short, the more shards we have defined the more processing
power we require. Horizontal scaling can be the answer in some situations however,
to few shards limits the amount of scaling that can be done and adding shards is
not a trivial task as everything has to be reindexed with the new number of shards
(including replicas). This can be done without downtime but requires a lot of CPU
time. Now this doesn’t mean that Elasticsearch is not a good solution but high-
lights the potential complexity of a Elasticsearch systems especially for setup and
management [8].

2.3.4 Time-series database

MongoDB8 is a distributed database designed to store data in document-oriented
form. For this purpose it uses a structure similar to JSON with a schema on top,
although it is considered as a NoSQL database. Previous versions of MongoDB
where released under AGPL License (before Oct. 2018) and latter under Server
Side Public License (SSPL) v1. Because of the document based model used it is
rather easy to map to the objects used by applications. In both cases of licensing
it is free to use. Similar to other solutions, MongoDB is horizontally scalable by

8https://www.mongodb.com/what-is-mongodb

15



using the notion of sharding. It also provide a file system called GridFS that has
load balancing and replication of data features. Its primary interface is nothing else
but the mongo shell. Latter versions introduced also a native GUI called MongoDB
Compass.

Graphite9 is designed to store numeric time-series data and to render graphs
and other visualization in near real time. It is one of the most widely used open
source tools for monitoring computer system performance. It is comprised on 3
main components; carbon responsible for receiving incoming data, whisper which
stores the incoming data similar to the industry standard RRD toolset and finally
a graphing web interface. It can be used with a wide array of collection and
visualization components such as Grafana. One issue when dealing with Graphite is
that it’s data store is pf fixed size and has to be sized upfront. It stores recent data at
high resolution(seconds per point) which gradually degrades for long term retention.
This can be an issue for large systems.

InfluxDB10 is a time-series database written in the Go programming language.
It is optimized for time-series data with high-availability. It is frequently used for
monitoring use cases as well as IoT and real-time analytics. It has built in support
for processing Graphite data. It has an SQL-like language which is used to gather
data composed of measurements, series and points. In InfluxDB a point is defined
as a key-value pair and a timestep. It supports several datatype such as 64 bit Int,
Float as well as string and boolean. It also has a new data scripting language called
Flux11. One major issue when using InfluxDB is that the components which enabled
horizontal scaling are no longer open-source as of version 0.12.0.

Cassandra12 is an open source NoSQL database designed to handle large
amounts of data across heterogeneous systems, delivered with Apache License 2.0.
By design it is a no point of failure system. One particularity of Cassandra is that
every node has the same functionality, data is distributed around on the cluster. It is
linearly scalable, implying that by addition of new nodes, read and write throughput
increase linearly. By design the store model is called wide-column, meaning it
combines a key-value store with tabular base database management systems. One
issue that might arise is the fact that it cannot handle joins or subqueries.

2.3.5 IO monitoring and analysis

The fine-grained monitoring of the IO ecosystem is required as increasing the num-
ber of processes in the parallel systems may cause a dramatic growth of the response
time. The IO monitoring is needed to identify performance bottlenecks, which can
be especially important and challenging for extreme scale systems.

9https://graphite.readthedocs.io/en/latest/overview.html
10www.influxdata.com
11https://www.influxdata.com/blog/flux-0-7-technical-preview/
12http://cassandra.apache.org/
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Bull IO Instrumentation Suite is a tool suite to investigate the run-time be-
havior of applications is developed by Bull’s Data Management Group. Those tools
aim to help understand and to solve the bottlenecks that can appear during the run
of applications in complex workloads.

The Bull IO Instrumentation uses an iolib library intercepting IO related calls
to the glibc through a LD_PRELOAD mechanism. Thanks to this, any application
modification is not required and any application that is not statically linked with
the glibc can be instrumented. Collected data are stored in the MongoDB database.
The Bull IO instrumentation is also integrated with the SLURM queueing system to
automate the IO instrumentation process of all jobs.

More information about the Bull IO Instrumentation Suite is included in deliver-
ables D3.1 and D4.1. Initial baseline results of IO instrumentation for selected use
cases obtained using the Bull IO Instrumentation Suite are presented in deliverable
D5.2.

2.3.6 Application instrumentation and profiling

The anomaly detection tool (ADT) [8] has been developed during the DICE H2020
project. It’s main functionality was to detect performance related anomalies of data
intensive application built on top of Big Data technologies. Its design ensured an
agnostic view of the incoming data meaning that strict definition or hard coding of
metrics was not required in most scenarios. It featured a set of anomaly detection
and event classification methods as well as feature selection and basic optimization
methods. During WP3 this tool will be the base on which the Event detection engine
will be built. The original tool was designed for handling only small deployments
of data intensive applications. This is no longer viable in the ASPIDE and Exascale
context, a new distributed architecture will be implemented. Furthermore, new
machine learning methods will be added in particular deep learning based event and
anomaly detection methods. Finally, a new connector that allows for consuming
metrics will have to be implemented. For further details please see section 4.1.4.

2.3.7 Modelling and prediction

Role of these components is to model performance (including IO) and efficiency of
hardware and applications. This is needed in extreme scale architectures to cope
with scalability and massive monitoring data congestion issues. An example on
CPU level is Intel RAPL for CPU power usage estimation. ASPIDE will explore
this concept for application behaviour.
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2.3.8 Dashboard

Kibana13 serves the role of browser based analytics and search interface for Elas-
ticsearch. It was primarily developed to view Logstash processed events. It also
features the ability to handle geo-referenced data as well as time series and relation-
ship graphs between metrics. A relatively new feature is the addition of Application
Performance Monitoring and Anomaly detection tools accessible via Kibana.

Grafana14 is an open source platform for data visualization, monitoring and
analytics. It can be easily used with most of the major storage and monitoring
solutions such as ElasticSearch, InfluxDB, Prometheus etc. Grafana also provides a
custom query editor for each of the supported data sources. It also features advanced
custom dashboard creation features with a wide range of visualizations available. It
is also possible to alerting rules for metrics.

LABEE is a portal providing access to the testbed of the Laboratory of En-
ergy Efficiency15 at PSNC. It provides rich online visualisations of the resources
status. In addition to online monitoring, it allows to download monitoring data
from experiments. It also makes the use of the Grafana (see previous section) for
visualisation and analytics of historical monitoring data. It is integrated with the
BEMOS monitoring system described in 2.2.3.

13https://www.elastic.co/guide/en/kibana/current/index.html
14https://grafana.com/
15https://labee.psnc.pl
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Chapter 3

Extreme scale monitoring
requirements

3.1 Constraints and Challenges

Exascale systems bring with them, as stated in previous deliverable (see Deliverable
D3.1) whole new challenges and constraints. Most of these are linked to the
inherent scale of exascale systems in comparison to the current existing solution.
We need to consider that most if not all exascale systems will be comprised of
heterogeneous hardware and possibly even software solutions. Moreover, in such
large scale systems the probability of failure and processing node availability is
greatly increased. At any given time nodes might be offline or new nodes can be
added to the system. When it comes to monitoring this fact is a crucial starting point
for the design of our system. The monitoring solution needs to be configurable to
a fairly high degree in order to cope with the dynamic nature of future exascale
systems.

Any exascale system will have a hierarchical structure in the sense that on each
node several supporting services and libraries need to be running for any given
workload. Because of this any monitoring solution must be able to provide a cross
section of all of the available metrics from the entire runtime stack for each exascale
application run. These metrics can number in the hundreds even thousands in some
case. Not all of these can be collected at the same granularity or might not give
insight into what the end user wishes to monitor. To avoid information overload
filtering and mechanisms have to be provided during which allow end users and
software tools to query only those metrics which are of interest. Furthermore,
mechanisms for adjusting the granularity should also be included. For example if
system metrics are collected every second while application specific metrics are
collected every 10 seconds the monitoring platform must be able to fuse these two
metrics type into one response. One solution should be to return the average value
of every 10 system metrics for one application specific metric.

Reporting of the monitoring metrics is one of the key functionalities of any
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monitoring solution. It should provide a simple and efficient way of consuming
the stored metrics in a variety of formats. One way of doing this is to provide a
REST API/endpoint that can be queried by tools that require monitoring data. This
should also provide features for exporting the data in various formats such as, but
not limited to: JSON, CSV, RDF+XML.

Detecting events be they anomalous or normal events is an interesting challenge
for exascale systems. They allow to create added value to the existing metrics
by detecting performance related anomalies or otherwise classify pertinent events
during the life cycle of an application. These analysis tools are sometimes tightly
coupled or even integrated into the monitoring solution.

3.2 Features of ASPIDE monitoring

3.2.1 Requirement: Support for decentralized data analysis

The collection of metrics is important however, without the proper analysis it
is of little practical significance. Most modern monitoring tools support some
form of analysis and event/anomaly detection mechanisms that aid in the decision
making process. The ASPIDE monitoring platform should enable decentralized
data analysis, which will be conducted on the nodes assigned as aggregation points
(see Deliverable D3.1). Each aggregator will only perform analysis on the locally
stored monitoring data, thus reducing the need for data transfers and subsequently
the network load. Furthermore, this approach will permit auto-tuning and decision
making in fined grained manner, i.e. per application component. In order to
enable decentralized data aggregation, the monitoring architecture will utilize the
monitoring aggregation model described in Deliverable D3.1, together with concepts
from the field of distributed model predictive control [7].

3.2.2 Requirement: Transparent coupling between the data analysis
tools and the monitoring architecture

In the case of the ASPIDE monitoring solution we can make several assumptions.
First of which is that any analysis tool should be loosely coupled with the monitoring
platform in essence creating a micro service type architecture. This enables the
monitoring platform to be a passive component, its only function being to collect
and serve metrics to other tools. The analysis tools need the ability to query for the
data they require via a simple REST API interface. Some data transformation and
pre-processing steps (i.e. averaging, windowing, merging etc.) can be done directly
by the monitoring platform. Secondly, the response formats should be as varied as
possible, such as: JSON, CSV, RDF+XML.

20



3.2.3 Requirement: Reduced network load

In order to reduce the communication load, induced by the monitoring process, the
ASPIDE monitoring platform should support gossip protocols for locally bounded
monitoring data exchange among the monitoring agents and aggregators. More con-
cretely, near-optimal gossip-based algorithms for aggregate computation should be
supported by the ASPIDE monitoring platform, so that time optimal and message-
optimal communication can be guaranteed. This approach can potentially provide
robust communication, which is of paramount importance in the context of Exascale
monitoring. Precisely, ASPIDE will extend over the work presented in [10], to
support a group of disjoint c-areas, each one serving a single application, under a
unified Exascale monitoring system.

3.2.4 Requirement: Interfaces for transparent interaction with en-
ergy metering devices

The ASPIDE monitoring platform should support interaction and define an interface
for energy metering between the monitoring agents and the energy measuring
devices. The interface should allow straightforward access to the energy expenditure
information. Furthermore, ASPIDE should implement techniques for per c-area
evaluation of the energy consumption by considering the local power requirements
of the physical nodes [13]. This information should be later used in Task 3.3 and
3.4, so that energy efficient auto-tuning solutions can be identified.

3.2.5 Requirement: Adaptive measurement with varying degrees of
precision and sampling intervals

The transition to the Exascale systems with high-intensity data streams will require
adaptive measurement strategies. In such a network, a large number of agents
expected to transfer the data to aggregation nodes with different intensity. The data
sampling and processing patterns will affect both communication and computation
load in the system. The ASPIDE monitoring platform should support multiple
levels of measurement with varying degrees of precision, sampling intervals and
intrusiveness. Thus new adaptive sampling methods should be provided, where the
sampling rate at each node adapts to the characteristics of the particular application
and relatively local cluster area autonomously. Further, several prediction strategies
shall be used, in which the monitoring agent can use the estimations to proactively
adjust its sample rate within allowed range. These aspects have been explored
in Deliverable 3.1 and initial concepts and approaches have been proposed. The
monitoring model, developed within Task 3.1, supports adaptive precision and
sampling rate. Therefore, it is capable of identifying solutions, which can guarantee
minimal response time of the monitoring system by enabling modification of the
sampling rate and data precision on the described time intervals. Thereafter, the
ASPIDE monitoring platform should also provide support for monitoring agents’
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deployment with minimal overhead and low influence on the performance of the
system.

3.2.6 Requirement: Multi-parameter collection across applications

The ASPIDE monitoring architecture should feature collection agents which are
capable of ingesting metrics from various components that can be part of an exascale
application, creating a cross section of the applications performance and internal
state. For example an application based on Spark will require the monitoring of
system, scheduler (i.e. YARN, Mesos etc.), HDFS and finally Spark metrics.

In order to accomplish this goal we have to provide in place agents which
can consume metrics from a wide range of sources and supporting services. One
possibility for JVM based solutions is to consume JMX metrics. Logs also provide
a valuable asset when it comes to metrics. These logs can be parsed in situ or sent
to a solution such as logstash which can parse and format them as required.For a
collection agent there are tools such as Collectd and Monit which are well suitable
for this role.

3.2.7 Requirement: Adaptive configuration of the monitoring agents
and aggregators

As stated in Section 3.1 any Exascale system is likely to be made up of thousands
of heterogeneous hardware and software components. All of which may require
different configuration of the monitoring agents. These configurations range from
setting of the polling period of particular metrics to monitoring specific processes
and/or files. Because of the dynamic nature of exascale systems new processing
nodes may leave or enter an exascale system. Thus the monitoring agents might also
require deployment and configuration. All of these task could be accomplished with
configuration management systems such as Chef, Puppet or Salt. These mechanisms
could also be used for fine-tuning of agent and monitoring system configuration and
scaling during operation and based on application and Exascale platform needs.
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Chapter 4

ASPIDE monitoring architecture

Based on the existing large scale monitoring approaches and tools as well as the
requirements and planned features of the ASPIDE monitoring we proposed in
this chapter an initial concept of the extreme scale monitoring architecture. The
architecture framework proposal presented in Section 4.1 is complemented with
a discussion on its components and potential technologies that can be adopted
for this purpose. These technologies include both, existing tools and solutions
being developed within the project. We also present an example of the lightweight
monitoring tool with its interfaces and monitoring rate and performance.

4.1 Conceptual Architecture

Figure 4.1 presents the conceptual ASPIDE architecture for extreme scale monitor-
ing. Components of the architecture along with examples are shortly discussed in
the following sections.

4.1.1 Node collector

Based on the requirements and features presented in section 3.2 the node collectors
have to be lightweight and highly configurable to cope with the needs of monitoring
of exascale data intensive application. They have to be able to collect metrics from
several layers of the underlying application software stack. They also have to have
the ability to collect metrics at different angularities or polling periods. By practical
experience a 1s interval is the lowest polling period generally required. Anything
under that will result in contamination of the metrics induced by the collection
overhead.

Collectd is one of the most popular collection agents currently in use. In
particular its plugin based architecture (plugins both for collecting and reporting/-
forwarding metrics) means that it can be used or adapted quite easily to any use
case.Furthermore, there are bindings for most languages to develop these plugins.

23



Figure 4.1: Conceptual monitoring architecture.

Although, plugins written using interpreted languages such as Python might create
substantial computational overhead.

DaeMon, part of the Limiless architecture (the UC3M tool) is a self-controlled
component in charge of collecting the main data from the system logs (CPU, mem-
ory, IO, network, GPU usage, etc.) and sending all to the server. More information
about DaeMon was given in Section 2.2.4 and example of the deployment as a part
of scalable monitoring architecture in Section 4.2.

4.1.2 Aggregator and events processing

The aggregator component has to be able to take monitoring metrics for node
collectors and perform, not only pre-processing, but also computationally tractable
processing and analysis tasks. One solution is to create predictive models using the
data analytics component which can then be instantiated with drastically reduced
computational requirements and used for a subset of the analytics tasks.

The monitoring analytics tool enables a distributed data-centric analysis, thus
exposing and associating the collected metrics with the potential bottlenecks for
each application. The key insight behind such an approach is that a source of
bottlenecks in HPC applications is often not the affected where it is detected (i.e.
where the data is processed with a high communication or thrashing overhead), but
where it is allocated. Furthermore, the data analytics tools can also make prediction
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on the application performance and identify possible I/O and processing bottlenecks
for applications, scheduled to be executed in an Exascale system. The analytics tool
encompasses two main components:

• Aggregation and event detection component, which provides data monitoring
aggregation from the agents and detection of possible events. This component
will be decentralized and an instance of it will run on every aggregation node.

• Main analysis component, which is centralized in nature, and provides a set
of analytic tools, accessible through an API. The analysis includes smart
monitoring of the application performance and bottlenecks detection.

The monitoring analytics tool will be based on the results of Tasks T3.1 and T3.2
and will drive the instrumentation and data collection required for the auto-tunning
and data movement.

Kafka can be used as a scalable real-time message/data passing framework. it is
useful not only in the aggregator and event processing role but also as a message
passing bus between analytics component to be detailed in Section 4.1.4. It is possi-
ble to set up one Kafka cluster and create different topic for each usage class; topics
for metrics forwarding and processing, topics for inter component data sharing and
communication.

Logstash is a versatile tool and can be used to augment event processing and
aggregation. It can filter and even reformat incoming data and then output it into
several storage or message queuing/buffering solutions. One other functionality
which is of interest is that it can forward the same monitoring event to more than
one output. This would allow analysis tools to basically stream then incoming
monitoring data without the necessity to query the persistent storage.

4.1.3 Time series DB

The data store required for an Exascale monitoring platform has to be scalable and
have high availability. By scaling we prefer easy horizontal scaling of the platform.
Although solutions such as Graphite are easy to setup they have some limitations.
In most high performance use-cases time series capable data stores have to be
combined with supporting services (i.e. formatters/ingestion, buffers etc.) which
are suitable and complementary.

ElasticSearch is in many ways a very good fit to the ASPIDE use case for
monitoring Exascale systems. It is horizontally scalable, fault tolerant with high
availability. The issue with it, from the point of view of ASPIDE, is centered around
two major points. First in order for it to be scaled, fault tolerant a fairly complex
setup is usually required. The second issue is the quantity of data it needs to ingest.
Because ElasticSearch is based on the Lucene search engine the indexes typically
represent around 30% of the total amount of data stored. Furthermore, scaling
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requires changing the number of shards and re-indexing. If the configuration and
scaling of ElasticSearch is automated it can be a valuable addition to the ASPIDE
toolchain.

InfluxDB eliminates most of the complexity which characterizes the configu-
ration of and ElasticSearch cluster. It is relatively simple and purposely built to
handle time-series data. It main drawback is the component required for horizontal
scaling is no longer open source. A similar issue is also present in Graphite. As
whisper RRD is of fixed size, scaling can be quite difficult.

Prometheus is an open-source software application used for event monitoring
and alerting. Alerting is statically configured with a YAML file. Prometheus records
real-time metrics in a time series database. Contrary to Graphite and Gnocchi,
Prometheus applies polling to collect metrics values instead of subscription to ap-
proaching events. Therefore, Prometheus seems to be less suited to the agent-based
model proposed in Deliverable D3.1. It can be also configured, using appropriate
metrics definitions, to collect performance counter values for specific processes.

Gnocchi is an Open Source purely time-series database, which is horizontally
scalable and high available. It also provides multi-tenancy. Gnocchi does not offer
polling as Prometheus does. Instead it leverages existing solutions (e.g. collectd).
Its data model differs as it does not provide labels as in InfluxDB, but resources to
attach to metrics. Gnocchi has a fully featured REST API that tries to expose proper
semantic.

4.1.4 Data Analytics

The Event detection engine (EDE) which is part of the E-Tuner, and can be seen in
Figure 4.2, has several sub-components which are based on lambda type architecture
where we have a speed, batch and serving layer. Because of the heterogeneous
nature of exascale systems and the substantial variety of solutions which could
constitute a monitoring services the data ingestion component has to be able to
contend with fetching data from a plethora of systems. Connectors will have to be
implemented and serve as adapters for each solution. Furthermore, this component
should also be able to load data directly from a file (HDF5, CSV or even raw format).
This will aid in fine tuning of event and anomaly detection methods. We can also
see that data ingestion can be done directly via query from the monitoring solution
or streamed from the queuing service (after ETL, if necessary). This ensures that
we have the best chance of reducing time between the event or anomaly happening
and it being detected.

The pre-processing component is in charge of taking raw data from the data
ingestion component and apply several transformations on data. It handles data
formatting (i.e. one-hot encoding), analysis (i.e. statistical information), splitter
(i.e. splitting the data into training and validation sets) and finally augmentation
(i.e. oversampling and undersampling). As an example the analysis and splitter are
responsible for creating stratified shuffle split for K-fold cross validation for training
while the augmentation step might involve under or oversampling techniques such
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Figure 4.2: Conceptual event detection architecture.

as ADASYN or SMOTE [6]. This component is also responsible for any feature
engineering of the incoming monitoring data.

We should mention at this point that because of the reliance on machine learning
based methods EDE will be to all incentive purposes data agnostic. Meaning that
it doesn’t matter what type of data is used to create datasets the EDE run-time is
able to handle them. Of course while some processes such as encoding categorical
features can be automated others cannot. This is why functionalities such as feature
engineering and metrics selection will be manual or semi guided.

The training component (batch layer) is used to instantiate and train methods
that can be used for event and anomaly detection. End users are able to configure
the hyper-parameters of selected models as well as run automatic optimization
on these (i.e. Random Search, Bayesian search etc.). Evaluation of the created
predictive model on a holdout set is also handled in this component. Current research
and rankings of machine learning competitions show that creating an ensemble of
different methods may yield statistically better results than single model predictions.
Because of this ensemble capabilities have to be included. Finally, the trained and
validated models have to be saved in such a way that enables them to be easily
instantiated and used in a production environment. Several predictive model formats
have to be supported, such as: PMML1, ONNX2, HDF5, JSON.

1http://dmg.org/pmml/v4-1/GeneralStructure.html
2onnx.ai
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It is important to note at this time that the task of event and anomaly detection
can be broadly split into two main types of machine learning tasks; classification
and clustering. Classification methods such as Random Forest, Gradient Boosting,
Decision Trees, Naive Bayes, Neural networks, Deep Neural Networks are widely
use in the field of anomaly and event detection. While in the case of clustering we
have methods such as IsolationForest, DBSCAN and Spectral Clustering.

Once a predictive model is trained and validated it is saved inside a model
repository. Each saved model has to have metadata attached to it denoting its
performance on the holdout set as well as other relevant information such as size,
throughput etc. The prediction component (speed layer) is in charge of retrieving
the predictive model form the model repository and feed metrics from the monitored
exascale system. If and when an event or anomaly is detected EDE is responsible
with signaling this to both the Monitoring service reporting component and to other
tools such as the Resource manager and/or scheduler any decision support system.
Figure 4.1 also shows the fact that the prediction component gets it’s data from
both the monitoring service via direct query or directly from the queuing service
via the data ingestion component. For some situations a rule based approach is
better suited. For these circumstances the prediction component has to include a
rule based engine and a rule repository.

Naturally, detection of anomalies or any other events is of little practical signifi-
cance if there is no way of interpreting and ultimately handling them. Therefore, a
component is needed, which once the event has been identified tries to resolve the
underlying issues. Let us suppose that a particular job shows anomalous behavior,
now the system must decide if the job is compromised beyond recovery? Is its
internal state consistent, can it be restarted from a checkpoint? If not, can it be
rescheduled on a different node? Does the new node have the data required, if not
what is the most effective way of coupling the data with the job to be executed?
To solve these questions is by no means an easy task. One of the ways in which
this could be solved is to use a Belief Desire Intention cognitive model where EDE
represents the current beliefs of the Exascale system state while desires and future
intentions are formulated based on these.

The collection of metrics and decision making methodology also extends to
the I/O reconfiguration and profiling detailed in D4.1 and D5.2 respectively. In
particular some of the work done in WP4 related to I/O will use the work done in
WP3 analytics as a base. The definition and detection in EDE of I/O patters is a
particular interest, and will be used in the decision making process from WP4.

Proposed Technology stack for EDE

The choice of what underlying software framework to use for all of these components
is a complicated one. For most machine learning tasks Python has become for
many the language of choice. We have frameworks such as Scikit-learn, Keras,
XGBoost, LightGBM, CatBoost, Pandas etc. which are widely used for these types
of tasks provide Python bindings. Moreover, all other frameworks respect naming
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and API conventions from scikit-learn, making the processing pipeline needed
for training and prediction much easier. Furthermore, all components listed for
EDE are loosely coupled and can have a high cardinality making them an excellent
choice for a distributed deployment. Moreover, in some situations it is advisable to
have more than one component instance for each major functionality. These major
functionalities are: data collection and formatting, training and validation.

The deployment can be based on Big Data technologies such as Spark in the case
of prediction and training or even taking advantage of machine learning services
such as ML Engine3 by Google or Kubeflow4. The data bus has the role of passing
messages and data between all of the EDE components. It can be implemented using
technologies such as Apache Kafka or even a simpler solution based on RabbitMQ.

4.1.5 APIs and services for visualisation, notifications and analytics

Grafana is a very good fit for visualising the collected data for ASPIDE. It is used in
many monitoring solutions as a Web UI. The ability of writing plugins also means
that it can easily be extended to support even custom data stores.

LABEE enables detailed configuration of monitored data and easy adding new
resources for visualisation. It uses JSON files for definition of resources/sensors
and retrieving data for visualisation. It also embeds Grafana visualisations and
implements direct interface to the Graphite time-series database.

4.1.6 Distribution and optimisation manager

The distribution and optimisation manager encompasses the monitoring agents
and aggregators controlling tool (M3AT), developed within Task 3.1. It is a tool
for controlling of monitoring agents and aggregation points for both system and
application data collection for data-centric on-line performance analysis at Exascale
level. Beyond the use of the performance metrics, the tool targets the monitoring ef-
ficiency through advanced modeling to understand their inter-relationships, essential
for future on-line optimization and auto-tuning. The goal is to offer optimal/near-
optimal controlling solution for monitoring agents control in Exascale systems
while keeping the response time of the monitoring system and the network traffic
induced by the data transfers from monitors to aggregators within the required range.
The M3AT: (i) implements a divide and conquer based approach for assignment of
monitoring agents in an Exascale environments, (ii) it provides a multi-parameter
model for clustering of the monitoring agents in related groups, and (iii) it proposes
an near-optimal control strategies within a related groups of agents.

The main idea relies on designing less complex controllers via structural de-
composition, in order to have more tractable and less computationally demanding
control structure. The open question, which will be further investigated, is how to

3https://cloud.google.com/ml-engine/
4https://github.com/kubeflow/kubeflow
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define the static/dynamic relations between those controllers and groups of control-
lable agents. The basic possible approach to the optimization over planning horizon
is to implement it in a centralized fashion by solving MILP or MINLP problem
with corresponding direct, heuristic and meta-heuristics methods. For large-scale
systems, unbalanced centralized optimization approach becomes impractical due
to the large number of variables, latencies and amounts of information exchange,
which introduces huge computational and communication overheads. Therefore
several hybrid schemes are proposed to deal with large-scale problems given their
capabilities to divide a complex problem into several less-complex sub-problems.
We will explore the concepts of distributed, decentralized and hierarchical moni-
toring system control strategies, which are expected to enable near-optimal control
systems performance in the large scale environments. The monitoring will be
distributed among multiple nodes in the Exascale system, exploiting principles of
locality, while balancing the whole system performance, therefore enabling highly
scalable monitoring infrastructure.

4.2 Example of the architecture

This section presents a scalable monitoring architecture and tool (named LIM-
ITLESS) that is able to analyze the platform’s compute nodes and to detect any
risks of contention between them in an extreme scale system. This tool covers all
requirements defined in previous sections.

LIMITLESS provides a distributed service architecture which is used to moni-
tored and process the collected information. That information is collected directly
in the nodes and transmitted through the network to the server. In the nodes, a
self-controlled application named DaeMon, is in charge of collect the main data
from the system logs (CPU, memory, IO, network, GPU usage, etc.) and then send
all to the server. On the other hand, the Server is in charge to gather the monitoring
information from the whole monitored nodes and process each one. This process
is composed by two main functions: analyze each measurement in order to notify
possible hot-spots to the clients; and store the information in a in-memory database
in order to bring the clients the possibility to see the evolution of their system
through the time.

The core of the server is based on a multithreaded system used to process in
parallel the many data packets received (in an independently way). However, the
core of DaeMon is based on a single-thread application which is able to collect the
whole data, compress it in order not to send more bytes than the needed through the
network, and send it to the server.

4.2.1 Deployment

Figure 4.3 shows two of the major monitor components used to monitor the in-
frastructure that manages the platform resources. This image is an example of
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a medium cluster/data center deployment. It consists of one Daemon Monitor
(DM) per compute node, that periodically gathers different metrics related to the
compute node status and send that information to the Monitor Server (DS), which
receives, processes and stores the information in a database. DS can be managed
through a Web GUI to configure and explore de data from the different DM. To
enhance scale-out, only one DM is deployed per node. Thus each DM will collect
information from all the cores of a computing node.

Figure 4.3: LIMITLESS - Medium deployment (less than three hundred nodes).
In Figure 4.4, we can see an example of a bigger data center. The infrastructure

is designed to provide scalability by two different ways, creating a new kind of
node named Aggregator (DA) that gathers information of the DMs and send them
to the server:

1. First, the monitor logic is distributed in a topological-aware configuration.
DMs, DAs and DS are interconnected using a graph-based scheme that can
be mapped into the cluster’s network topology.

2. The second scalability mechanism is aimed to reduce the memory and network
monitoring overhead for large-scale platforms. We have included in the DMs
an in-node analysis that reduces the network traffic and the memory usage sent
to DAs and DS by avoiding transmission of samples (si) that are similar to the
previous sample (si−1), where similarity is defined using a given tolerance
+/−tol.

Additionally, in order to provide resilience to this tool, we have included three
levels of fault tolerance:

1. First, each monitor component is launched as a watchdog process that guar-
antees that each DM/DA/DS will be reset with its own configuration if there
is an error.

2. Second, a heartbeat protocol to detect faulting nodes at different levels. Ini-
tially, the root of a subtree is responsible to detect the failure of a process
below it, notify it to the upper level, and, if possible, take corrective actions.

3. Third, LIMITLESS has been designed relying on aTMR architecture by
default. It means that each DM/DA will have three possible collector nodes
to send its information if any communication fails. In case of the last layer of
nodes, the three backup addresses will be the three DS nodes, which have sync
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Figure 4.4: LIMITLESS - Exascale deployment.

mechanisms to have the same data stored for consistency (and redundancy),
so that any of them is able to be the master DS. Currently, the first collector
will be the active master, while the other are backup. However, to avoid
wasting resources, those backup nodes could be DS/DA for other subtrees.

Figure 4.5 shows the architectural deployment of LIMITLESS in Fault-Tolerant
configuration. It is important to say that the numbers of failures to be tolerated in
a subtree collector directly depends on the redundancy level. LIMITLESS allows
the administrator to define any level from 1 (no FT) to N, bien N the number of
elements per subtree of the configuration deployed.

4.2.2 Interfaces

In order to create a communication channel between clients and server, we have
developed a C/C++ library which contains the main functions to get information
directly from the server nodes. With this, clients could ask for the current state of
the whole system, historical data, or ask for the better nodes to execute different
kinds of applications (resource allocation based on multiple criteria).

This library contains the following functions (and more):

• getAllDataStored(): Returns the whole main information for each node.

• getLastMeasurement_All(): Return the current state for each node.

• getConfiguration_All(): Returns the total resources for each node.

• getAllDataInTable(char* table_name): Returns the whole information stored
in table_name in DB.

• getAvgState_All(): Returns the average state for each node (calculation done
with the last n measurements, being n a configurable value).
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Figure 4.5: LIMITLESS - Fault-Tolerant Exascale deployment.

• getNodeMeasurement_custom(string id, int time, int iouse, int cpuuse, int
ramuse): Returns nodes with current available resources greater than values
specified by the client (values with -1 won’t be considered).

• getIPNodes_custom(string id, int ncpus, int ncores, int nram, int ngpus, int
nio, int nnets): Return nodes which their total resources are equals or greater
than the specified (values with -1 won’t be considered).

• getNodeCoreLoad(string ip): Returns the current CPU load for each core in
the node specified by its IP address.

• allocateApplication(int np, int profile): Returns the best nodes to run an
application with np processes based on its profile (CPU intensive, Mem.
intensive, IO intensive, etc.).

• getNodesMultiCriteria(int np, int cpus, int ncores, int nram, int ngpus, int nio,
int energy): Returns the best nodes to run an application based on its number
of processes and the minimum resources specified by the user, and with a
energy consumption limit (values with -1 won’t be considered).

4.2.3 Monitoring rate and performance

Monitoring rate is a critical aspect of a monitor in HPC. LIMITLESS allows to
configure the monitoring rate in the DS from 1 to any number of seconds. Currently
subseconds frequencies have not been tested.

To determine the scalability of LIMITLESS, a model in OMNET++ to simulate
it have been implemented. We have modeled the monitoring systems configuring
DMs as nodes which send UDP packets each second through UDP sockets, and DSs
as nodes that receive and process those packets.
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Using as communication channel a 10Gbps Ethernet network with a 0.1ns of
delay, the results indicates that one DS/DA could run with up to 300 hundred nodes
without loosing any packet. With more nodes, the server has a queue in order not
to lose that packets before process them, but if the queue is full, packets will be
lost. Assuming that a node could have 64 cores, that means that a subtree (tree) of
LIMITLESS could support more than 18,000 cores data.
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Chapter 5

Conclusion

In this deliverable, we provide a detailed description of the initial ASPIDE ex-
treme scale monitoring architecture. To properly define the main requirements and
functionalities of the monitoring architecture, we have conducted a comprehensive
overview of existing solutions and available monitoring components. Furthermore,
we have identified a set of features, which will allow efficient monitoring of parallel
and distributed applications running on extreme scale systems. We also presented a
set of tools, which will enable monitoring control and placement optimisation of
the aggregator/collector agents, thus transparently integrating the monitoring archi-
tecture with the related model presented in D3.1. Furthermore, we also defined how
adaptation mechanisms, such as autotuning, that are to be developed within Tasks
T3.3 and T3.4 will interact with the monitoring platform. This initial framework
will be used as a basis for a definition of mechanisms for transparent interaction
between the monitoring platform and the data and IO management tools developed
within WP4. The final version of the extreme scale monitoring architecture and
interfaces will be provided in Deliverable D3.4.
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