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Executive Summary

This deliverable reports on the activities carried out during the Task T4.2 in ASPIDE.
The main activity of Task T4.2 has been to provide solutions to leverage cross-layer
data management for resilience and performance in Exascale systems. This work is
based on the methodologies proposed in D4.1, resulting of Task 4.1.
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Chapter 1

Introduction

Data locality is a major concern for I/O in current Petaflop machines. Nowadays,
data locality is managed independently at various levels such as application, middle-
ware, or file systems. At the lowest level of the I/O stack, parallel file systems such
as GPFS, Orange/PVFS, and Lustre manage block-based or object- based storage
through parallel servers running on storage nodes. These parallel file systems strive
to comply with the POSIX requirements. However, one of the main critique of
POSIX is that it does not expose data locality, while researchers agree that locality-
awareness is a key factor for building Exascale systems. Other scalable file systems
such as GFS have dropped the POSIX interface and have been co-designed with
processing frameworks such as MapReduce. While these frameworks may simplify
programming for a class of embarrassingly parallel data-intensive computations
and include best-effort strategies to co-locate computation and data, they are not
general enough to efficiently address the needs of scientific applications and have
not been widely adopted on the HEC infrastructure. The main take-outs from their
experience are co-design and locality-aware computing, both of which directly
relate to this proposal. The most widely used middleware in the HEC systems is
MPI-IO. The standard MPI-IO data operations are not locality- aware, and there are
no mechanisms allowing data accesses to take advantage of data layout in the file

Supporting the development of I/O software through cross-layer mechanisms
will contribute to enhance energy efficiency by reducing the communication through
a better exploitation of data locality and layout; and to improve resilience by
providing isolation between global/local storage so that there can be a timely
notification and avoidance of failures to ensure data integrity exploiting data locality
and concurrency to hide the latencies, avoiding congestion and to identify and
bypass failures in an early stage.

This development of the I/O software also allows the users to express some
key aspect of what they want to do with their data, and lets the users know what
happened with the management of their data. This bi-directional path of meta-
information will provide better information for optimization and the goal is to
express this meta-information in a clear way for developers.
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The remainder of the deliverable is organized as follows. First, Chapter 2
introduces the storage and scheduling approaches devised in ASPIDE to bridge the
HPC and HPDA storage and scheduling approaches into a common middleware
(AIDE). Chapter 3 introduces the mechanisms devised in ASPIDE to support the
development of I/O software through cross-layer mechanisms that contributes to
reduce data movement and communication through a better exploitation of data
locality and layout. Chapter 4 shows the ASPIDE proposal to improve resilience
by providing isolation between global/local storage, data replication, and so that
there can be a timely notification and avoidance of failures to ensure data integrity.
Chapter 5 presents ASPIDE solutions to exploit data locality and concurrency to
hide the latencies, avoiding congestion and to identify and bypass failures in an
early stage. Lastly, Section 6 concludes the presented work.
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Chapter 2

HPC and HPDA storage and
scheduling approaches

This chapter shows the storage and scheduling approaches devised in ASPIDE
to bridge the HPC and HPDA storage and scheduling approaches into a common
middleware (AIDE) that can be used for efficiently using a computing infrastructure.

2.1 Related work

Big Data analytics (BDA) is one of the best examples of how Big Data disrupted an
established area like business intelligence, exploiting advanced analytics techniques
operating on Big Data to evolve from descriptive tools to predictive and prescriptive
models. Figure 2.1 represents the traditional knowledge discovery workflow for
BDA, which includes dealing with data acquisition from diverse sources, processing
and combining data in many ways in order to build a model that can be used for
analysis and visualisation, finally incorporating feedback mechanisms to refine data
processing and modelling stages. BDA faces the challenge of continuously adapting
to increasing data volume and complexity. This translated to a continuous need
to scale out reliably when scale up becomes infeasible [1]. In this context, cloud
computing became a widely adopted infrastructure for BDA [2].

ACQUISITION

DB

WAREHOUSE

SENSOR
NETWORK

STREAM

PROCESSING

(filtering, aggregation,
transformation)

MODELLING

(estimation, 
validation)

ANALYSIS

(post-processing, 
visualisation,

feedback)

Figure 2.1: Typical workflow of a BDA application.
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Figure 2.2: Application model for the typical HPC scientific application.

High-performance computing (HPC) refers to the usage of aggregated com-
puting power in order to run complex parallel programs efficiently and as fast as
possible. This term is tightly related to the concept of supercomputing, which
pushes HPC to the highest operational rate of the available technology. Nowadays,
top modern supercomputers perform in the order of one hundred petaflops, and a
machine capable of delivering one exaflop is expected to appear around 2020 [3].
Figure 2.2 depicts these relationships which form the structure of many HPC ap-
plications. The core simulated models are typically initialised with a combination
of input data and base environmental conditions as parameters, and the simulation
domain is distributed so that kernel computations can be conducted in parallel.

Due to the existing differences, in the literature we can find attempts to incor-
porate the beneficial features of HPC and BDA into their corresponding areas [4].
Several of them study the scientific applications and their adaptability to computing
paradigms like MapReduce. The applicability of the map-reduce scheme for scien-
tific analysis has been notably studied, specially for data-intensive applications [5],
resulting in an overall increased scalability for large data sets, even for tightly
coupled applications [6].

The scientific community is aware that tools like Apache Spark, and the RDD
data model they propose, provides an interesting baseline for integration of scientific
simulations in BDA environments. he Spark framework relies heavily in the concept
of resilient distributed dataset (RDD) [7] to provide this functionality. RDDs are
in-memory collections of data, and the operations on them are tracked in order
to provide significant fault tolerance. According to its authors, the system has
proven to be highly scalable and fault tolerant. However, the data abstraction and
application model of Spark are not easily supported using MPI, which is the main
programming model in HPC [8]. In an effort to progress, Fox et al. presented in [9]
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a framework named HPC-ABDS, which detected points for possible integration, but
also identified problems with workflow systems, data transport, and file management
layers. Alchemist [10] and Spark-DIY [11] focus on the ability to call MPI-based
libraries from Spark.

Using this programming models requires a specific data model to work: RDD
(Resilient Distributed Data Set), a data set composed of chunks that are distributed
amond the data nodes and, usually, replicated.

2.2 Data Containers

.
To support data storage in the AIDE middleware, we present the concept of data

containers. These containers are high-level abstractions that hides away the com-
plexity of dealing with data from several storage systems. Specifically, containers
provide a standard and easy-to-use set of operations for accessing data items that
are part of a dataset or a collection of datasets. In general, the containers design
pursues the following goals:

• Provide a common interface for different storage systems that ranges from
in-memory storage to distributed file systems typically used for HPC and
HPDA areas.

• Reduce the complexity for accessing individual data items from a dataset or a
dataset collection.

• To expose metadata that can be exploited for improving data locality and task
scheduling on runtime systems.

Listing 2.1 shows an example of a parallel pattern using containers as data
storage abstraction. This example represents a pipeline composed by 2 computing
stages that are applied to the items stored on a dataset and their results are stored
into different new containers. Basically, the first container refers to the input data
items that are stored on a given storage system. Then, after applying the first
computing stage, the resulting items are stored on an intermediate container that
can use temporal or long-terms storage for sake fo traceability. Finally, the results
of the last computing stage are introduced into the final output container.

Listing 2.1: GrPPI pipeline example using containers.

pipeline( execution_policy,
input_container,
map([](string word)->map<string,int>{
return {{word,1}};
}),
intermediate_container,
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reduce([](map<string,int> lhs, map<string,int> rhs){
for(auto & w : rhs) lhs[w.first] += w.second;
return lhs;

}),
output_container

);

In the next sections, we describe the different containers and interfaces in detail.

2.2.1 Container types

In this section, we describe the different container types depending on the item
cardinality, item type and their use on an application. First of all, we distinguish
two cardinalities: dataset and collection. A dataset can be defined as a group of the
data items, which are the minimal data that is used on an application, that are stored
on a same storage entity. This entity is univocally identified by a unique name. On
the other hand, a data collection is a group of datasets that contains the same type
of data items.

Focusing on the item type, we classify the datasets in two categories: binary
and text containers. A binary container refers to a dataset whose data is stored in
a binary format and the item size is fixed and known in advance. In contrast, text
containers refers to datasets whose data is stored in text format and the items are
divided by a given separator. Therefore, items may have a different sizes.

Finally, depending on how the containers are used on an application, we dis-
tinguish two different types: input and output containers. Input containers are
those that their data items are already present on a storage system and they will
be processed on the application to produce the resulting datasets. Basically, these
containers have been designed for accessing already existing data but not for storing
new results. On the contrary, an output container is new empty dataset designed
for storing the results generated by the application. These containers have been de-
signed for storing data items that can be used later as an input for another computing
stage. However, they cannot be reused as output nor erased.

2.2.2 Storage support for containers

Containers are designed to act as a common front-end for those storage system
frameworks that are tipically used in HPC and HPDA. This storage infrastructure
includes alternatives such as: local node filesystems, large distributed storage
filesystems, in-memory storage systems, etc. Containers unify those systems by
exposing the same interface to access the storage capabilities of such components.
This abstraction is provided by a set of software connectors for the supported storage
systems.

The storage systems used for the containers can be classified in two categories:
secondary storage systems and in-memory storage systems. The first category
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reefers to those storage systems that are mainly targeted to long-term data storage. In
this sense, those systems are not usually on the same nodes where the computations
take place in a HPC platform. The second category, refers to those systems that
are stored in main memory and mostly on the computation nodes. Specifically,
in-memory systems are mainly targeted to store temporal data and to act as a proxy
for other secondary storage systems. Figure 2.3 shows a schema that represents the
relations among storage systems and containers. As observed, we initially plan to
support POSIX and HDFS as secondary storage systems and IMSS (Hercules) as
for the in-memory storage.

Figure 2.3: Container architecture schema.

Each container is associated with a particular dataset, or collection of datasets,
that is stored on a given storage infrastructure. Each dataset container uses a unique
name, given as a Uniform Resource Identifier (URI), that refers both to the storage
system and the specific dataset. While a collection container uses a set of URIs that
can be defined implicitly (e.g. a directory URI) or explicitly (e.g a list of URIs).

2.2.2.1 NoSQL storage back-ends

Secondary storage systems are used mainly for long time data preservation but
also for optimal distribution of the data among different computations areas. This
is possible by leveraging the distributed feature offered by most modern storage
architectures (for example: GPFS, OCFS2, Lustre, HDFS and so on). Each tradi-
tional storage system might offer a custom data accessing interface (HDFS offers a
collection of tools for managing and accessing and HDFS storage, GPFS also offers
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a custom client to navigate through the GPFS data pools) but some of the solutions
offer a common and uniform storage access interface, called POSIX (Portable Oper-
ating System Interface). Using this data access interface a storage system can be
integrated into an existent architecture like the one presented in this section.

BDA traditionally includes use of NoSQL data stores, where large sets of data
are injected and geographically distributed to optimize the processing time. In
this context a NoSQL support for the containers paradigm is very interesting. The
ASPIDE platform can leverage the features offered by a highly-distributed NoSQL
solution and simplify the distribution of data using geographically split data layouts.
Normally a NoSQL implementation exposes a socked based interface to interfere
with but it can also wrap this internal communication interface using other common
protocols (i.e. HTTP). In this direction the containers based NoSQL support is using
a wrapping interface to expose the NoSQL data content using POSIX primitives. In
this way the integration with the whole containers logic is basically seamless.

Figure 2.4: NoSQL with POSIX wrapper - Architecture.

In Figure 2.4 a NoSQL solution with a POSIX wrapper is depicted. Practically
the wrapper uses FUSE (Filesystem in Userspace) interface to intermediate the
NoSQL communication using limited POSIX primitives. Using these approach an
application will be allowed to listdir, read and write NoSQL data entries such as
regular filesystem folders and files. A NoSQL collection will be seen as a regular
folder and each collection entries (the documents) like regular files that can be
manipulated using standard primitives (like listdir, open, write etc.).

In the context of NoSQL with POSIX support we propose the MongoDB 1

1MongoDB - OpenSource NoSQL, document-based distributed database – https://mongodb.com/
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implementation for document-based NoSQL distributed database. MongoDB allows
to store multiple type of documents. MongoDB supports two types of document
collections:

• small documents - these documents are kept in one data structure, can be
entirely read into memory and have relatively small footprint (up to 16MB
per document), for example JSON-based documents fall in this category;

• chunked documents - these documents are larger and instead of using one
document to store the entire information are split into multiple documents;
the specification for this kind of documents is called GridFS; an important
particularity of these way of storing these documents is that read operations
can be made at chunk level without the need to load the document entirely
into memory.

Both type of documents collections are exposed using the POSIX interface and
can be easily plugged into the containers as a secondary storage support.

2.2.3 Containers interface

Containers are defined as C++ types, with its own set of associated member func-
tions. There are two main categories of container types: input containers (Con-
tainer_In) and output containers (Container_Out).

The main method, as for any other C++ type, is the constructor. Both input
and output containers share the same constructor interface. Listing 2.2 shows the
constructor interfaces for containers.

Listing 2.2: Container_In constructor prototypes.

//binary dataset/collection containers constructors
Container_In (std::string URI, size_t item_size,

↪→ Options opt = {});
Container_In (std::vector<std::string> URIs, size_t

↪→ item_size, Options opt = {});
Container_In (PatternString pattern, size_t item_size,

↪→ Options opt = {});

//Text dataset/collection containers constructors
Container_In (std::string URI, std::string separator,

↪→ Options opt = {});
Container_In (std::vector<std::string> URIs, std::

↪→ string separator, Options opt = {});
Container_In (PatternString pattern, std::string

↪→ separator, Options opt = {});
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The main mandatory parameter of the containers constructor is the container
URI, or set of URIs, that refers to the storage support for the dataset/collection.
Dataset containers always requires a single URI that correlates to a unique dataset
located at the storage system. Whereas collection containers can be referred using a
single URI for a collection, using a list of URIs correlating to individual datasets, or
using a URI pattern that can be indexed into a list of individual datasets URIs.

Another mandatory parameter of the containers constructor is either the size
of the item or the separator string. The size of the item is a mandatory parameter
for binary containers while the separator string is a mandatory parameter for text
containers. Therefore, this parameter determines wheter the container is a binary or
a text container.

The optional parameters are grouped into a single parameter list called Options.
These options include the following configuration information:

• Back-end URI/set of URIs: This parameter is used for in-memory containers
that have a backend support on a long-term storage system. Depending on
the URIs provided for the in-memory container, this option can be provided
in different formats. If the in-memory URI correspond to a collection, the
back-end URI can be expressed in any of the different options stated for the
container URI (a unique collection URI, a list of URIs or a pattern). However,
the cardinality of both should be the same at the allocation time. For instance,
if the URI of an output container is provided as a unique collection URI and
the back-end is specified as a list, the number of elements of the list should
be the same as the number of datasets allocated for that collection. Otherwise,
if the in-memory URI correspond to a dataset, the back-end should also be
provided as a unique dataset URI.

• Replication: This parameter setups the number of replicas per item at the
container storage. This option cat take the following values: no replication
(NONE), double replication (DMR) and triple replication (TRM).

• Distribution: This parameter configures the data distribution among the
storage nodes. For instance, some of the values supported for this parameter
are round-robin distribution (RR) or bucket distribution (BUCKET).

• Size: this parameter determines the necessary amount of memory that should
be allocated for storing the data items in the corresponding storage system.

Listing 2.3 shows the C++ variadic interface for parsing the different suported
option.

Listing 2.3: Container configuration options interface.

//Options constructor: Backend URIs
template <class... T>
Options (std::string URI, T... rest);
template <class... T>
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Options (std::vector<std::string> URIs, T... rest);
template <class... T>
Options (PatternString pattern, T... rest);

//Options constructor: Redundancy
enum Replication {NONE, DMR, TMR}
template <class... T>
Options (Replication rep, T... rest);

//Options constructor: Distribution
enum Distribution {RR, BUCKET, ...}
template <class... T>
Options (Distribution dist, T... rest);

//Options constructor: Container size
template <class... T>
Options (size_t size, T... rest);

The proposed containers provides two ways for accessing the data items, through
iterators and using a set of container member functions. Basically, they provide,
following the definitions of the C++ standard, a random access iterator for accessing
the different data items. This iterator supports the necessary operators stated for
the random access iterator, i.e. it supports "++", "–", "-=", "+=" and "*" operators.
Additionally, the containers also provide a set of member functions for operating
directly with the storage system. Basically, the member functions provided by these
containers are the following:

• get: This member function returns a data item/dataset identified by a data
location structure. This data location is comprised by the ip of the nodes that
stores a given data item and the index of the data item or a dataset in the
corresponding dataset/collection ,respectively. Note that, for a data collection,
the data location does not indicate any ip since it refers to a dataset that can
be distributed.

• set: This function stores a data item on a given location on a dataset con-
tainer.

• get_dataloc: This member function obtains the data location for a given
data item/dataset identified by the index or its iterator.

• allocate: This member function allocates memory on the underlying
storage system for storing the items of a dataset or to initialize a number of
datasets on a collection. This function is ignored if the container is an input
container and returns an error if the size is lower than the already allocated
size.
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• size: Returns the amount of allocated memory for a given container or the
number of datasets part of a collection.

Listing 2.4 shows the interfaces for the supported member functions.

Listing 2.4: Container member functions

//Container methods: get
template <class T>
T get(Dataloc dataloc);

//Container methods: set
template <class T>
void set(Dataloc dataloc, T item);

//Container methods: get_dataloc
Dataloc get_dataloc(iterator it);
Dataloc get_dataloc(unsigned int index);

//Container methods: allocate
allocate(size_t size);

//Container methods: size
size_t size();

Figure 2.5 shows the hierarchy of the different containers (collection and dataset)
and represents the different access modes. As observed, the containers interact with
the storage systems using the different connectors. Then, a user can walk through
the container hierarchy by derringer the container’s iterators obtaining a dataset
container while dereferencing a collection iterator and a data item while dereference
a dataset iterator. In the same way, a user can obtain the dataset container or the
item by using the get/set member functions directly.

2.2.4 Adaptation in use cases

Deep learning use cases provided by PSNC consists of three main phases: pre-
processing, training and inference. Preprocessing is required before training and
inference. This phase is usually is computationally demanding, due to large amount
of data to be processed. What is more, it is necessary in all other phases, thus
effective preprocessing is very important.

One of the possible solutions to preprocess data fast is to run program in parallel
(e.g. using MPI) and then store preprocessed data for next phase. In such approach,
there is a risk, that all processes will try to save output data in the same time. This
can result poor performance when is run on distributed file systems (e.g., Lustre or
NFS) because of I/O bounds. Using containers can be an effective way to overcome
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Figure 2.5: Container hierarchy schema.

this issue. Containers can be used as a burst buffer and kept between phases using
the locality provided by the LSS system.

2.3 Scheduling policies

In this section, we present the basis of the data-driven scheduling proposed in
this project. First, we introduce the dynamic scheduling policies based on tasks.
Next, we present how these technique can be modified for supporting data-aware
scheduling techniques. Finally, we present the concept of soft and hard scheduling
configurations for data-driven schedulers.

As minimising data movements is very important for the final performance. At
the application development stage, working with programming models that provide
a data processing layer able to abstract resource allocation, data management and
task execution can result in an improvement of performance and locality.

In order to better explain the proposed scheduling policies, we need to define
a task in the frame of this project. Basically, a task can be defined as the minimal
concurrent activity that applies a transformation code to an input data set to produce
another data set. This tasks will be executed by the different worker entities part
of the worker pool of the system. In this sense, in a hierarchical way, each node
will run one or several process, each one with a pool of worker threads. Then, the
scheduler assign each task to a worker thread of a given process/node. This worker
thread is the one in charge of executing the task.
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This assignment can be performed using multiple scheduling policies that em-
ploy different parameters for placing the tasks. For instance, a common scheduling
policy used on dynamic task-based schedulers is to assign the task to different work
queues that can be associated with a given concurrent entity (processes, nodes or
threads). Then, a worker entity may steal tasks from other’s work queue when it
becomes idle. In this project, we plan to provide data-aware scheduling policies
to place tasks where the data is, in order to minimize data transfers and, therefore,
improve performance and throughput.

However, there might be situations in which it pays off to transfer the data
instead of moving the task to a different node. For instance, if a node is overloaded
it might be better to move the data to an underused node to increase the performance.
Nonetheless, if the data transfer has an increased cost or it cannot be access from
other node, then it is necessary to run the task on the nodes that already have the
data. In this case, the proposed data-aware policy should be forced, i.e. a task can
only be executed where the data is stored.

To make the distinction of these two behaviours, we define two task-placement
policies: hard and soft.

• Hard task-placement policy: This placement policy states that the tasks
cannot be moved among nodes that does not have direct access to the data.
That means, that the tasks can be only executed on the nodes (Ips) obtained by
the data location provided by the container. Therefore, the scheduler should
perform the necessary arrangements to assign that task to the corresponding
node/s as soon as they become available.

Hard task-placement policy offers predictable behaviour. Load balancing,
however, might suffer greatly as tasks are forced to execute on a specific
worker. This feature could be used selectively to perform application opera-
tions that strictly require access to a node-local file or some specific compo-
nent (e.g., a node-local database). It could be useful in a system without LSS
or another data movement technique.

• Soft task-placement policy: This placement policy tries to place a task on
a node that has direct access to the data. However, if the nodes that stores
the data are busy, the scheduler may allocate that task to a different node. In
this case, in order to select the most suitable computing node, the scheduler
may use some additional information about the state of the platform, such as
CPU-usage or available memory.

The Soft task-placement policy relax the task placement, letting the load
balancer more freedom to improve the overall system load balance. In this
mode, tasks are given a set of nodes on which to execute. If the workers are
busy, another worker on the same node may take the task. If these nodes are
all busy, a soft-targeted task may be chosen.

Listing 2.5 shows the interface to select the task placement policies. As observed,
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the scheduler provides a member function that receives an enumerate that can take
the values HARD and SOFT.

Listing 2.5: Task placement policy interface.

enum LocalityPolicy {SOFT,HARD};

scheduler.set_taskplacement(LocalityPolicy lp);

2.3.1 Scheduling in NoSQL stores

In case of HPDA the use of highly distributed data stores (like NoSQL backends,
described in Subsection 2.2.2.1) often offers internal mechanisms for implementing
data-aware scheduling. In case of MongoDB there are several ways to manage the
data operations based on the deployment topology of the data store. A NoSQL
data store is using a distributed topology where you can find one main instance and
several replicas. Unlike a classic RDBMS (relational database management system),
where the main instance is known as master and all the other are slaves, NoSQL
distributed topology uses all the replicas for both write and read operations in a
coordinated manner. In case of the discussed NoSQL implementation (in Subsection
2.2.2.1) this method is called the workload isolation.

Basically workload isolation provides:

• mechanisms to route write operations to specific nodes or replicas in the
topology;

• queries or read operations to be performed using a custom policy by routing
the read operations to a group of replicas;

• balancing support for moving parts of the data based on the topology workload
or manually by user interaction;

In Figure 2.6 the workload isolation is illustrated. The read operations (or
NoSQL queries) can be customized by defining specific read preferences at replicas
level, by specifying the replica to be used for routing the operation. This customiza-
tion can be pushed even further as each replica can be assigned with a tag value
and the routing preference then will be defined using these tags. Similar, the write
operations can be routed to specific tagged replicas to balance the load among the
deployment topology.

These NoSQL workload balancing techniques can be exploited to propose a
data-aware task placement using preemptive scheduling, depicted in Figure 2.7.

Presumptively, NoSQL replicas are deployed locally where the containers are
hosted. In this way the task manager can allocate resources for current processes
that are executed at a certain worflow stage. Also, for the predicted future processes
(part of future workflow chains) node allocation can be done in advance and also
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Figure 2.6: NoSQL Workload Isolation.

Figure 2.7: NoSQL Task Placement with Preemptive Scheduling.

the corresponding replicas allocated as output route for the current processes. Even
if the NoSQL replicas are not deployed on the same nodes with the containers a
deployment topology can be created so that the replicas to be near the hosting nodes,
normally linked with a high-speed interconnect for low data transfer rates.

2.4 Repository

The current release version can be found in https://gitlab.arcos.inf.
uc3m.es:8380/pbrox/aspide_datamodel.git.

The NoSQL (MongoDB) POSIX connector (described in Subsection 2.2.2.1)
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can be found at https://bitbucket.org/silviu001/nosql-posix-with-fuse/.
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Chapter 3

I/O cross-layer mechanisms

This chapter shows the mechanisms devised in ASPIDE to support the development
of I/O software through cross-layer mechanisms that contributes to reduce data
movement and communication through a better exploitation of data locality and
layout, thus helping also to enhance performance and energy efficiency.

3.1 Related work

On current large-scale computing platforms one of the main hurdles of performance
optimization is that storage I/O performance is difficult to predict because of I/O
interferences [12]. One of the main roots of performance instability is the fact
that the I/O accesses to the storage hierarchy are typically not scheduled. For
instance, two applications writing at the same time can interfere and have both their
performance and global throughput greatly affected.

There are several solutions that address this problem on different levels of the
HPC platform architecture. Shared-burst buffers represent an intermediate layer
between the executing applications and the file system. Although designed to
efficiently absorb bursty I/O traffic, shared-burst buffers are also susceptible to
suffering performance degradation under I/O interference. Several solutions [13,14]
have been introduced to mitigate the effect of I/O interference based on coordinating
the access to shared-burst buffers and back-end parallel file systems.

A different solution consists of predicting the application interferences [15]
or I/O patterns [16] for resource provisioning. These solutions could be used to
improve the accuracy of the I/O interference predictor used in our work.

Elasticity has been applied at file-system level. One solution is provided in
AHPIOS [17], where a light-weight ad-hoc parallel I/O system is presented. This
system includes elastic partitions that can scale up and down with the number of
storage resources. In the context of cloud computing, some solutions for elasticity
in I/O have been proposed, such as SpringFS [18] as well as solutions based on the
Hadoop Distributed File System (HDFS) [19].

Several studies [12,20] have investigated parallel I/O scheduling solutions based
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on centralized control and coordination of I/O access to the parallel file system.
By means of these approaches, I/O accesses are dynamically scheduled to reduce
the effects of I/O interference on applications. These solutions either provide
applications with exclusive access to a shared resource such as a parallel file system
or allow the partial or total overlap of operations, depending on the expected impact
of the interference. Although these approaches have been shown to be effective,
they introduce delays in I/O operations that are blocked. Note that when an I/O
access is blocked, the associated application may also be blocked, misusing the
application’s computational resources.

3.2 Cross-layer mechanism framework

The approach introduced in this section is based on the observation that two different
applications performing the I/O phases at the same time, may produce a performance
degradation in the I/O subsystem because of producing simultaneous accesses to
the same resources.

This paper presents a framework that extracts the properties of the executing
applications and provides inter-application coordination mechanisms for avoiding
I/O interferences.

This section presents a common framework that integrates a cross-layer runtime
for the I/O software stack, and a runtime that provides dynamic load balancing
and malleability capabilities for parallel applications. This integration is performed
both at application level, as libraries executed within the application, as well as
at central-controller level, as external components that manage the execution of
different applications.

3.2.1 Framework overview

The framework integrates two dynamic runtimes. Into a common execution frame-
work. The first one is a middleware for enhancing I/O flow coordination and control
in the HPC I/O stack software that was produced by extending CLARISSE [21].
This runtime decouples the policy, control, and data layers of the I/O stack software
in order to simplify the task of globally coordinating the parallel I/O on large-scale
HPC platforms. The second runtime is Flex-MPI4 [22]. Flex-MPI provides dynamic
load balancing and malleability capabilities to parallel applications.

Figure 3.1 shows the proposed unified execution framework: on the upper-left
part of the figure there are two parallel applications using four and two processes.
Here we show a simplified scheme for the applications that only displays the
application process and the two application controller threads.

The application monitoring data is sent (arrow 1) to the Performance Modeler.
The Performance Modeler is responsible for aggregating the data and generating
models that predict the performance of each application on different configurations.
The I/O Interference Controller and the Global Performance Controller use this
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Figure 3.1: Unified execution framework.

information (arrows 3a and 3b) to find the best configuration for the running appli-
cations in order to meet two different performance objectives: the first objective
(implemented in the I/O Interference Controller) is to reduce the I/O time by mit-
igating the I/O interference. The second performance objective (implemented in
the Global Performance Controller) is to maximize the global system performance
considering the performance metrics, as well as the achieved speedups, of each
application that is being executed.

The Resource Manager is responsible for assigning the unused computational
resources (compute cores) to the newly executed applications (arrow 8) or to the
ones that are already being executed but with a number of processes that has been
changed by means of malleability (arrows 5a and 5b). Note that the controllers
only specify how many processes have to be created or destroyed, and the Resource
Manager is responsible for determining, for each reconfiguration, which specific
cores must be allocated or released. This information is sent to both runtime
controllers (arrow 6), and they translate them into commands that are sent to each
application (arrows 7a y 7b). Examples of these commands are to enable or disable
the Parallel I/O scheduling policy, and for FlexMPI to spawn or destroy certain
application processes into specific compute nodes.
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3.3 Performance-aware I/O scheduling policies

Currently, the I/O cross-layer framework includes the following I/O scheduling
strategies. All of them are designed to mitigate or avoid the I/O interferences
between different applications.

• The Parallel I/O scheduling policy [21]. This corresponds to solution with
I/O coordination where each application acquires exclusive access to the
storage, improving the overall I/O performance. The main disadvantage of
this policy is the risk of existence of starvation waiting for the I/O access.

• The Phase shifting policy introduces a shift in the I/O phase of one of the
applications. This is done by means of a reconfiguration that temporarily
increases the number of processes. The idea behind this strategy is to use
resources (compute cores) during a short period of time, releasing them after
the interference is avoided. Consequently, after avoiding the I/O conflict, the
application’s original configuration is restored. Note that this approach is
only valid for periodic I/O malleable applications.

• The Period coupling policy. The idea behind this strategy is to reconfigure
one of the applications in order to obtain a similar I/O period between both
of them. This is done by adjusting the application’s number of processor to
produce a new I/O period similar to the other conflicting application. Note
that in this strategy the reconfigured application uses the additional CPU
resources in a permanent way, and a second reconfiguration that restores the
original number of processes is not necessary. Like in the previous approach,
this policy is only valid for periodic I/O malleable applications.

• The Bandwidth limitation policy. In this case the runtime coordinates the
simultaneous I/O access of different applications limiting the I/O bandwidth
of each one. This permits to overcome the I/O interference by favouring
certain applications among the others by providing them of a greater I/O
bandwidth.

3.4 Repository

«««< HEAD The I/O cross-layer mechanisms consists of a set of Components written
in C language, bundled as git submodules. The current development version can be
found at

https://gitlab.arcos.inf.uc3m.es:8380/desingh/IOscheduling
=======
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3.5 Repository

The I/O cross-layer mechanisms consists of a set of Components written in C lan-
guage, bundled as git submodules. The current development version can be found at
https://gitlab.arcos.inf.uc3m.es:8380/desingh/IOscheduling.
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Chapter 4

Improving resilience

This chapter shows ASPIDE proposal to improve resilience by providing isolation
between global/local storage, data replication, and so that there can be a timely
notification and avoidance of failures to ensure data integrity.

4.1 Related work

The continuously growing size of HPC systems increases the probability of conges-
tion on the back-end file systems. This is worst in traditional reliability techniques
based on for checkpoint-based resilience [23], even if techniques for optimiza-
tion have been proposed [24]. In-memory storage systems are becoming a pop-
ular technique to alleviate checkpointing load [25], including the usage of burst
buffers [26, 27].

In-memory storage has also become popular because they provide elasticity
and data partitioning and redundancy easily [28]. Partitioning serves two main
goals: It allows for much larger datasets, using the sum of the memory of many
computers, as without partitioning capacity is limited to the amount of memory a
single computer can support; It allows scaling the computational power to multiple
cores and multiple computers, and the network bandwidth to multiple computers
and network adapters. Memory allows to provide a a multi-level memory hierarchy
employing non-volatile memory, computing nodes memory, and network-attached
memory devices to provide I/O resilience [29].

4.2 Resilient storage architecture

Our system allows the applications to make dynamic deployment of ad-hoc storage
systems (LSS) [30] that are only used to execute the I/O operations for the appli-
cation that is the owner of that store, or those applications that share the storage
address and permissions. The LSS is an ad-hoc distributed storage service that lets
applications abstract a single reliable shared storage systems using a collection of

28



Figure 4.1: Resiliency in storage system.

computing units. Each application will create containers in its LSS without being
aware of the actions of the other applications

Initially, a LLS is memory based, but can be persistent if the owner of the
container asked for persistent data and specified a persistent object sore for that
container. Persistence could be provided in Non-Volatile Memory or SSD in the
local node or through several storage objects in the GSS. With this scheme, our
solution can support process in-site, and do not store temporal data to GSS if
persistency is not declared.

This solution can also enhance data locality with load-balance in application
execution for different data intensive computing (HPC, HTC and workflows) on
same systems.

The ad-hoc design provides LSS isolation, as shown in Figure 4.1. This way,
each LSS has its own storage space, and the failure of a LSS do not propagate
to other LSSs effecting the execution of the global system. If a LSS fails, only
its owner application is affected. Of course, if the LSS was shared with other
applications, the failure will affect to all of them.

To avoid another typical point of failure in storage systems, our LSS provides to
the container managers with predictable data distribution. This way, the mechanism
for obtaining and addressing data objects makes not necessary to store the addresses
of the blocks or objects used by each file on the metadata as done in traditional file
systems.

Our LSS eliminates allocation lists entirely. Instead, data are distributed onto
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predictably named objects, while special-purpose data distribution functions assigns
objects to storage nodes or storage devices. This allows any party to calculate (rather
than look up) the name and location of objects comprising a file?s contents. Our
LSS provide several data distribution policies (buckets, round-robin, CRC32, hash,
etc.).

This solution eliminates the need of maintaining and distributing a list of objects,
simplifying the design of the system, reducing the metadata workload, and Increas-
ing reliability, as applications can access data from the storage nodes without any
further metadata access. The dependency of the metadata server is greatly reduced,
further increasing reliability.

As the metadata server is only used in the dataset creation, it is not likely to
become a performance bottleneck. Anyway, to avoid the single point of failure, the
metadata server is created with 3 replicas. Every time a dataset is created, at least
two metadata servers are updated.

4.3 Data redundancy

.
Our LSS provides provides mechanisms to create data object replicas, that are

distributed through the cluster, at least one copy in the local node and the other in
other storage nodes, different to the one containing the original data.

Replication can be activated by the applications when a dataset is created by
specifying a parameter with the number of replicas required. Thus the dataset
replications is available in our LSS and it is defined by constructor. Even if any
number of replicas could be possible, the actual solution is restricted to 2 or 3
replicas, to avoid wasting resources and because the reliability of a triple replicated
storage system is already very high.

Data in a replicated dataset are distributed using a distance function from the
original copy. The idea is to increase sparsity as much as possible, thus avoiding the
possibility of failures affecting bear resources. The distance function is simple, as
shown below:

bi2 = address(bi1) + numservers/3

bi3 = address(bi2) + numservers/3

This simple functions mimics the behaviour of the distribution function chosen
by the container creator and spreads the block copies all around the system. An
example of data set objects redundancy is shown in Figure 4.2.

This redundancy mechanisms are only used for the in-memory storage and it
is used to provide replication-based fault- tolerance. If the back-end file supports
distribution, like in Lustre, Ceph, of HDFS, then the LSS just write the primary copy
to the back-end storage system when data is made persistent. If not, link in Linux
file systems, the original dataset and its replicas are stored in the final backend.
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Figure 4.2: Dataset objects redundancy in storage system.

4.4 Failure notification

Failure notification is provided in ASPIDE by using two mechanisms: monitoring
information and managers notifications.

ASPIDE provides monitoring tools that collects system and process info. One
application may query the monitor info with its id to know if there is some failure
on a process related to it. As a result of the query, the application will get a global
status notification. If some process has failed, a list of failed processes will be also
returned.

The second mechanisms is available for LSS. If a storage component of a LSS
deployment fails, the LSS manager notifies to the application that created the in-
memory store of the failure when the application tries to access data in that storage
component. If data is replicated, then the application can access to another copy. If
all copies fail or there is not data replication, it is up to the application to decide
what to do to handle the error.
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Chapter 5

Congestion avoidance
mechanisms

This chapter presents ASPIDE solutions to exploit data locality and concurrency
to hide the latencies, avoiding congestion and to identify and bypass failures in an
early stage.

5.1 Related work

Traditionally schedulers assign compute nodes in a static way following two different
allocation policies. The first one consists of running different applications on
different nodes in order to provide exclusive access to the hardware resources [31].
This provides application isolation at the expense of a degree of under-usage of
computational resources when the number of the application processes is smaller
than the number of existing cores. The second allocation policy involves sharing the
compute nodes between different applications. This allows for more efficient use of
the resources given that now it is possible to pack several small-sized applications
on the same compute node, maximizing platform utilization [32]. However, with
this latter option, the running applications may now interfere competing for the
compute node resources (like the last-level cache memory or the network controller)
potentially producing a degradation in the application performance.

Co-scheduling inside the Linux kernel for bulk synchronous parallel applica-
tions has been proposed in [33]. However, this work did not include monitorization
information. Co-scheduling of CPU and memory intensive applications in the same
node using monitoring information has been proposed in [34] to improve energy effi-
ciency and overall throughput of a supercomputer. Monitoring information was used
to provide a detailed characterization of HPC applications for co-scheduling [35].
Different alternatives are Tetris [36] and LoTES [37], which consider constraints
in CPU, memory, disk, and network bandwidth for packing tasks and improving
the cluster efficiency. Sedighi at al. present in [38] the FUD theorem to balance
scheduling parameters in shared computing Environments. Alternatives have also
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been proposed for distributed systems to provide resource-aware hybrid scheduling
algorithms in heterogeneous distributed computing [39] [40].

To take decitions information about system and applications is critical. Monitor-
ing and performance tools like PRIMA-X [41] and the TAU performance tools [42]
are being adapted and extended for Exascale systems.

5.2 Exploiting data locality and concurrency

The first step targeted is to send processes to the node where the data associated is
stored in LSS. This is achieved with the policy described previously to guide the
scheduler.

To exploit data locality and concurrency, the LSS provides concurrent access
to read data and policies to locate the data near the clients. A replicated metadata
server is created to avoid locking every time an object is created or updated.

Containers are mapped to backed filesystems (like HDFS, Lustre, etc.) or to the
LSS in-memory ad-hoc storage system (and enhancement of Hercules). In the case
of the backend file systems, ASPIDE containers depends on the concurrency and
data locality mechanisms provided by them.

In the case of LSS, an ad-hoc in-memory storage server (IMSS) can be created
by the applications. The IMSS will be associated to a set of nodes defined by
the client application and will have a size and a data distribution policy. The key
associated with each block is redesigned for containing a unique ID leading to a
specific I/O node (SERVER_ID or SRV_ID). If this SERVER_ID is set, the target
I/O node is directly known and every I/O operation will be performed over this
specific I/O node.

Every time an IMSS is created, the client can define a data distribution policy
from a set of policies (buckets, round-robin, crc32, crc64, random, ...). In case of
finding this field unset, the default behavior prevail. This new approach inherits all
the benefits of fully distributing metadata objects while enabling the possibility of
exposing and exploiting data locality, which maximizes data access concurrency as
locking is avoided. In case of concurrent writing over the same block, the access
policy applied is last wins, as usual in traditional file systems.

To see the efficiency of data distribution policies, Figure 5.1 shows the behavior
of the LSS with the distribution policies fore read and write operations compared to
a REDIS in-memory store. One client reads/writes a 2 Gbytes file to an IMSS with
4 I/O servers. The client is not overlapping with any I/O server, thus locality effect
is not present in these tests. As may be seen. the performance of LSS is better than
in the REDIS case for all distribution policies, even if data locality is not forced
in this examples. This is specially true for writing, where our LSS outperforms
REDIS.

A detailed description of LSS and the in-memory store will be provided in
Deliverable 4.3.
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Figure 5.1: Performance of LSS with the distribution polices provided.

5.3 Congestion-aware scheduling strategies

This section describes new strategies for resource management and job scheduling,
based on executing different applications in shared compute nodes, maximizing
platform utilization. The presented framework includes a scalable monitoring tool
that is able to analyze the platform’s compute node utilization. We also introduce an
extension of the control manager, a middleware for data-staging coordination and
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Figure 5.2: System architecture.

control on large-scale platforms, that uses the information provided by the monitor
in combination with application-level analysis to detect performance degradation
in the running applications. This degradation is avoided by means of dynamic
application migration.

5.3.1 Architecture overview

Figure 5.2 shows the overview of the architecture. The central part corresponds
to the platform’s compute nodes organized into two racks. The upper half of the
figure corresponds to LIMITLESS middleware, responsible for the monitoring of
the platform resources. It consists of one LIMITLESS Daemon Monitor (LDM) per
compute node, that periodically gathers different metrics related to the compute node
status, another LIMITLESS DaeMon Aggregators (LDA), that gathers information
on the node’s LDMs (arrows 1) and sends them to the LIMITLESS DaeMon Server
(LDS) (arrow 2), which processes and stores the information in a database and
includes a GUI. Moreover, the LDS locally analyzes the monitor metrics and
notifies the LIMITLESS controller (arrow 3) when a compute node has a hot spot.
In this work we consider three different classes of contention: use of nearly all the
existing node memory (RAM hot spot), conflicting accesses to the node network
interface (NET hot spot), and cache-related conflicts (CACHE hot spot).

The lower half of the Figure 5.2 shows the scheduler that is responsible for
executing the new applications according to the availability of resources. FlexMPI
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consists of a library that is executed with the applications and is connected to con-
troller (arrow 4), that collects the application-related monitoring metrics. Finally,
the policy manager performs the analysis and coordination of the running applica-
tions. It leverages the information provided by both the LIMITLESS monitor and
FlexMPI (arrows 5 and 6) in order to verify whether a hot-spot in a compute node
produces a real performance degradation of the applications running on it. If the
degradation exists, then the policy manager is responsible for sending the control
command to the scheduler (arrow 7) and FlexMPI (arrow 6) for migrating one of
the applications to a different compute node. In this work LIMITLESS also acts as
a resource manager that provides (arrow 8) resource allocation for each application
that is executed or migrated.

Note that the framework is scalable because the LDAs receive as many con-
nections as nodes per rack, and they are connected with the LDS in a hierarchical
way. On the application side, the FlexMPI controller has only one connection
per application, and the rest of the components are interconnected according to a
peer-to-peer basis. The application monitoring is performed on demand, for just a
short duration if an interference risk exists.

5.3.2 Component description

LIMITLESS monitor
LIMITLESS is designed to provide scalability in two different ways. First, the

monitor logic is distributed in a topological-aware configuration. The different
monitor components are interconnected using a graph-based scheme that can be
mapped to the cluster’s network topology. The second scalability mechanism is
aimed to reduce the memory and network monitoring overhead for large-scale
platforms. The LDMs process the monitored data applying in-node filtering that
reduces the network traffic based on the predefined tolerance. Additionally, the
monitor includes a heartbeat protocol to detect faulting nodes.
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Figure 5.3 shows the LDS architecture which is a multi-thread application with
four types of component: receiver, scheduler communicator, client communicator
and processors. The receiver thread is in charge of receiving all the monitoring
packets and storing them in a buffer. The processor threads are executed using a
pool of threads in order to leverage the machine concurrency. They are responsible
for extracting the packets from the buffer and processing them, evaluating the
existence of hot-spots, and saving the monitoring data into a database. The Client
communicator is in charge of receiving the petitions from the clients and retrieving
the requested information from the system. The scheduler communicator acts as a
resource manager, allocating the resources required by the scheduler.

FlexMPI

FlexMPI [22] is a runtime which implements performance-aware dynamic mal-
leability for iterative applications. FlexMPI includes an Application Programming
Interface (API) to access its functionalities from external components. The source
code of FlexMPI as well as several use cases can be found in [43].

For each application, FlexMPI employs an application controller that include
the communication API that is responsible for sending the monitoring data to the
performance modeler, and receiving different commands from FlexMPI central
controllers. These commands include the performance of dynamic reconfiguration,
load balance and activation/deactivation of the monitoring service.

Control interference-aware logic

The control manager requires, for each new running application, the related per-
formance metrics for when it is being executed without interference. These metrics
include application user, system, communication times and other performance-
counter related values. In order to obtain performance metrics unaffected by inter-
ference, the application is initially executed in exclusive nodes. Then, when the
metrics are obtained, the processes running in the last assigned node (the one that
runs a number of processes smaller than the compute-node capacity) are migrated
to a shared compute node.

When the monitor notifies (by means of a interference signal) about a potential
hot-spot in a certain compute node, the control manager determines if any appli-
cations in the compute node have a slowdown comparing the current performance
metrics against the original ones. If there are no changes in performance, then the
interference signal is subsequently inhibited for a certain amount of time or until
a new application is executed in the node. In an alternative scenario that in our
experiments corresponds to a performance degradation of over 10%, one application
is selected and migrated to an exclusive node. The are several policies for select-
ing the migrated application. These operations rely on the FlexMPI controller for
performing the application reconfiguration. In addition, the scheduler is notified in
order to update the running application’s status.
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5.3.3 Evaluation

As use cases we have chosen a collection of applications and real and synthetic
kernels. All of them have been integrated with FlexMPI. Table 5.1 shows the use
cases’ characteristics. EpiGraph [44] is a parallel and stochastic simulator of the
propagation of the flu virus. It is currently configured to carry out the simulation
in Bilbao city, Spain, using an un-directed weighted graph of 703,258 nodes and
8,806,520 edges, that corresponds to the individual-connections in the simulation.
Jacobi is the kernel of the Jacobi iterative method that operates with dense matrices.

CG is the kernel of the Conjugate Gradient iterative method that operates with
sparse matrices and performs sparse-matrix-vector multiplications (SpMV). In order
to analyze the impact of data locality on interference, two different input matrices
have been used. The first one, executed with code Bll (CG kernel with low locality),
is a square sparse matrix with 500,000 rows and 39,996,827 non-zero elements.
The non-zero entries are randomly distributed across all the matrix and produce low
data locality on the vector accesses during the SpMV. The second matrix, executed
with code Bhl (CG kernel with high locality), corresponds to a random sparse
matrix with 500,000 rows and 39,967,238 non-zero elements. The non-zero entries
are randomly distributed conforming a block diagonal matrix with a block size
of 20,000 entries. This pattern provides much better data locality on the vector
accesses.

We have also used a set of kernels to characterize main features. CPU is a
synthetic kernel that is similar to Jacobi but without communications. It represents
a pure CPU application with two subclasses: Dm with a medium memory footprint
that uses six 20,000-entry square dense matrices and Dxl (extra-large) that operates
with six 50,000-entry square dense matrices (120.GB). CPUNET is a variation
of the Dm kernel that alternates CPU and communication-intensive phases. This
kernel is used for creating and evaluating network interference. IMEM is a memory-
intensive kernel that accesses several matrices using indirections. It is used to
create interference in the processor cache memory. The kernel operates with six

Table 5.1: Use cases considered in the evaluation.

Code Name Class Access pattern Size Intensive on

A EpiGraph Application irregular small CPU & network

Bll, Bhl CG Kernel irregular small CPU

C Jacobi Kernel regular medium CPU

Dm CPU Synthetic regular medium CPU

Dxl CPU Synthetic regular large CPU & memory

E CPUNET Synthetic regular medium CPU & network

F IMEM Synthetic irregular medium memory
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Figure 5.4: Framework evaluation for Scenario A. Each bar show the execution
time per 100 iterations of each application. Applications with striped bars are
applications that create interference. Applications with two bars exhibit change in
the execution time due to interferences.

20,000-entry square dense matrices (19.2GB).
Figure 5.4 shows the performance evaluation of the framework for a workflow

of 20 jobs . Each job is an independent application. The x-axis represents the
application name and the y-axis is the execution time per 100 iterations. Note that
some applications, like 4(A) may have a much smaller execution time per iteration
that the others, but their impact on the overall time might be important due to
executing a larger number of iterations. The threshold used by the monitor for
generating a hot-spot was a memory use of over 90%, an overall last-level cache
miss ratio greater than 40%, and a network use greater than 40% of the maximum
network capacity.

For this workflow, 6 conflicting applications created hot-spots, that resulted in six
cases of performance degradation. Six performance-degraded cases were detected
and avoided, except the 7 (BLL) case in which the degradation did not exceed the
predefined threshold and no action was taken. These cases are displayed in the figure
with two bars. The leftmost one represents the execution times when interference
occurs (before redistribution, which is related to the conflicting application), and
the rightmost one represents the final time, after avoiding the interference. In order
to show that 7 (BLL) did not improve the execution time, the representation is
the opposite: the initial time is the execution without interference and the final
time is longer because it corresponds to one with interference. The rest of the jobs
do not exhibit performance degradation. Consequently, the second bar (after the
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Figure 5.5: Gantt diagram of workflow A when the control manager is not active and,
consequently, the interferences are not avoided. The length of diagram corresponds
to the workflow makespan with a value of 14.889 seconds.

redistribution) is not shown for these jobs for the sake of clarity.
This example represents a medium-conflict workflow with jobs of classes A,

BLL and F . Note that the performance of the first two is degraded by F , and F is
unaffected by interference. Figure 5.5 shows the Gantt diagram associated to this
scenario.

The interfering applications are the ones that after commencing the execution,
reduce the performance of other jobs that were already running in the same compute
nodes. These interfering applications are displayed in the figure with striped bars.
During the workflow execution, these applications are identified by the control
manager and are migrated to a spare compute node. Note that the execution time
per iteration of the interfering applications is the same after and before the mi-
gration process, thus only one striped bar is displayed. The migration has some
overhead related to process creation and data redistribution. In overall, the total
overhead (for all the applications of the workflow) was of 17.8 second per process
creation/destruction and 183.6 for data redistribution.

Figure 5.6 shows a diagram with the CPU use of each compute node during
the workflow execution. We assume that the user has requested five compute nodes
to run the workflow and the scheduler has allocated nodes 1 to 5 for this task. In
addition, nodes 6 and node 7 represent spare compute nodes that are only employed
by the control manager for the execution of conflicting applications. Node 8 (not
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Figure 5.6: Overall system load for workflow A using a shared node policy assign-
ment with the control manager for avoiding interferences.
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Figure 5.7: Overall system load for Scenario A using a shared node assignment
policy without the control manager, thus interferences are not avoided.

shown in the figure) is used to execute the shared processes of the application
exclusively in order to obtain the initial performance metrics. This evaluation takes
a short time and following this, these processes are migrated to a shared node. In
total, the workflow makespan is 11,909 s (including overheads) and the total energy
consumption (taking into account the eight compute nodes) is 6.9 MJ.

Figure 5.7 shows system use when the control manager is not used and the
conflicts are not avoided. In this case, the makespan is 14,889 s. There are two
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Figure 5.8: Overall system load for Scenario A using a exclusive node assignment
policy.

reasons for the increment of the makespan in relation to the previous strategy. First,
given that the conflicts are not avoided, the conflicting applications take longer to
complete their execution. Second, nodes 6 and 7 are not used. Note that there is a
trade-off between the amount of computational resources involved in the execution
and the application execution time. For this scenario, the total energy consumption
is 7.7 MJ. Despite using less computational resource, the increase in the conflicting
application execution time produces a larger amount of energy consumption.

Figure 5.8 shows system use when each application is executed in exclusive
nodes. Here the applications do not experience performance degradation due to the
lack of conflicts. However, some computational resources may be underused. For
example, nodes 1 and 2 have a reduce workload as some jobs only use two processes.
Now, the makespan is 15,277 s and the energy consumption is 7.9 MJ. Note that
both values are larger than the previous policies which are based on sharing the
compute nodes.

5.4 Repository

The central controller consists of a set of Components written in C language, bundled
as git submodules. The current development version can be found at https:
//gitlab.arcos.inf.uc3m.es:8380/acascajo/Flex-Daemon.
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Chapter 6

Conclusions

This deliverable shows the results of the works in Task 4.2 to provided novel
cross-layer data management for performance.

In this task we have developed I/O software amenable for bridging the HPC and
HPDA. A containers paradigm has been built to express any storage in the form
of a list of blocks that could be local or distributed depending on the scheduler
allocation of jobs. This containers are provided to the applications as part of a
common middleware (AIDE) that can be used for efficiently using a computing
infrastructure.

Containers allow the users to express some key aspect of what they want to
do with their data, defining different kind of file back-ends, persistency and data
distribution policy. They also lets the users know what happened with the manage-
ment of their data, with a clear status information to provide better information for
optimization. Schedulers include a data-aware scheduler approach, valid for both
HPC and HPDA, that allows the applications to know where data is located and
apply for tasks allocation near the data they are requiring to maximize data locality.
This approach is independent of the underlying backend file systems (Lustre, HDFS,
NoSQL, LSS, ..), but must supported by them somehow. For example in the LSS it
is possible to know data location and to specify the data distribution policy when a
container is created.

Cross-layer mechanisms have been also developed to enhance the intelligent
data manager decisions, such as enhancing locality, reducing I/O interferences,
avoiding congestion, enhancing energy efficiency by reducing data communica-
tion, or improving resiliency to improve resilience by providing isolation between
global/local storage. Resilience is provided through isolation and data replication.

The techniques proposed in this deliverable are the base ground for the work to
be develop in Tasks 4.3 and 4.4.
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