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Executive Summary

Deliverable 3.4 is intended to serve as a scientific summary of the latest research
activities conducted within Task 3.3 and its relation to Tasks 3.2 and 3.4. More
concretely, the deliverable describes event and anomalies detection concepts per-
taining to the constraining of the autotuning process and analysis of the application
behaviour. Therefore, after the requirement analysis and the research of the initial
version of the event detection engine (presented in D3.3), next activities conducted
within Task 3.3 included exploration of methods for data collection from various
monitoring systems, and methods for application behaviour analysis related to the
autotuning and application scheduling. Therefore, we present in this deliverable
the latest machine learning and data mining techniques for extract reliable and
meaningful information from the monitoring data, which has been purposely tuned
for auto tuning of data-intensive applications, thus enabling efficient autotuning.
The approaches described in this deliverable and developed within Task 3.3 and
T3.4, will later be integrated within the ASPIDE run-time environment as defined
in Task 2.2. The placement of the deliverable is outlined in Figure 1:

Figure 1: Deliverable dependencies of D3.4.
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Chapter 1

Introduction

Deliverable 3.4 provides detailed information related to activities conducted dur-
ing the research period of Task 3.3 and the final prerequisites for supporting the
event detection tool foreseen. The deliverable explores novel concepts for event
and anomalies detection for improved autotuning of distributed applications over
exascale infrastructures. Existing performance analysis tools are instruction-centric
and offer a code region-based profile of the application which may hide important
sources of bottlenecks related, for example, to an inefficient data distribution or to
some aligned memory addresses causing memory failures. This problem is caused
by the focus on processing rather than locality which is a central reason for perfor-
mance problems in contemporary parallel architectures. We will therefore targeted
machine learning prediction engine exposing the complete global application ad-
dress space and associating the collected metrics with pro- gram variables rather
than instructions and code regions. The key insight behind such an approach is that
a source of bottlenecks in HPC applications is often not the affected where it is
detected (i.e. where the data is processed with a high communication or thrashing
overhead), but where it is allocated. The event and anomalies detection engine uses
the results of T3.2 and drives the process of autotuning explored in T3.4.

Therefore the main contribution of the deliverable is the introduction of
the machine learning based anomalies and event detection engine, capable
of detecting anomalies during application execution, including hardware fail-
ures and communication bottlenecks, thus constraining the multi-objective
autotuning approach, described in T3.4.

The remainder of the deliverable is organized as follows. Chapter 2 provides a
survey of the relevant related work in terms anomalies detection. Section 3 describes
the updated ASPIDE event and anomalies detection engine, and it is followed in
Section 4 by the description of the integration of the ASPIDE components with the
engine. Section 5 provides detailed evaluation of the event and anomalies detection
engine. Lastly, Section 6 concludes the presented work.
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Chapter 2

Related work

2.1 Machine Learning Algorithms for Event and Anoma-
lies Detection

Anomaly detection for identifying rare events has been studied extensively in the
past. To begin with, in [1] an extensive survey of anomaly detection techniques
for machine learning and statistical analysis has been presented. Besides, in [2]
novel anomalies detection techniques based on neural networks are presented.
Another important survey, presented in [3] provides a survey of anomaly detection
approaches for identifying issues during application execution from security and
reliability point of view. Therefore, based on the relevant survey research works, we
structure the related approaches for anomalies detection based on the approaches
they use, namely: unsupervised techniques, supervised techniques and deep learning
approaches.

2.1.1 Unsupervised

DBSCAN or Density Based Spatial Clustering of Applications with Noise [4]
is designed to find neighbors by density on a n dimensional sphere with radius
ε. A cluster is defined as the maximum set of density connected points in the
feature space. It defines several classes of points. Core points are those points
who’s neighborhood (defined by the radius ε) contains at least the same number
or more points than the parameter MinPts. A border point lies in a cluster an
its neighborhood does not contain more points than MinPts but is still density
reachable by other points in the cluster. An outlier is identified as a datapoint which
is not in a cluster and is not density reachable or density connected to any other
point. In this case reachability is a non-symmetric relationship because no point
may be reachable from a non-core point, regardless of distance. The notion of
connectedness is needed to formally define the extent of the clusters. Two points
p and q are density connected if there exists a point o which is density reachable
from both. In this case density-connectedness is symmetric. We can say that a
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cluster for DBSCAN satidfies two properties; all points in a cluster are mutually
density-connected and a point is it is density-reachable from any point of a cluster
it also belongs to that cluster. When applying DBSCAN the data has to be scaled
since the radius ε togheter with MinPts will define the neighborhoods. The spatial
metric to be used is dependant on the type of the problem. Euclidian distance is
usually useful in the case of 2-3 dimensional data while the manhatan distance is
useful in dealing with higher dimensional data. DBSCAN requires tuning of the
radius parameter as a small value it will result in many meaningless cluster. Because
of it’s O(nlogn) complexity, DBSCAN is typically used for medium sized datasets.
The main drawbacks of this method are linked to the fact that it is an unsupervised
method thus it will need frequent re-calibration, essentially for each new data batch.
New datapoint prediction although possible once this calibration occurs it is usually
not recomended.

IsolationForest is a realatively novel method based on binary trees [5]. To build
a tree the algorithm randomly selects a feature and a value ranging between the
minimum and maximum from the feature space. This is done for the entirety of the
dataset. The final prediction model is the result of an ensemble made by averaging
all the trees in the "forest". For prediction it checks against the splitting value in a
"node". Each node will have two children on which another random comparison is
made. The number of "splittings" made is named the path length. Thus, outliers
will have shorther path lengths than the rest of the observations.

For each data point an outlier score is computed as follows:

s(x, n) = 2
−E(h(x)

c(n)

Where h(x) is the path length of the sample x, and c(n) is the unsuccessful
length search of a binary tree, n is the number of external nodes. Each observation is
given a score ranging from 0 to 1, with 1 signaling the outliers. This is also adjustable
by a threshold and in some implementations -1 signals outliers. IsolationForest has
few parameters that need to be optimized, however an incorrectly optimised model
can take a long time to create.

2.1.2 Supervised

In the case of supervised ML algorithms we can use classification algorithms. Some
of these support unbalanced dataset better then others. In the following paragraphs
we present a short listing of the most used methods for event and anomaly detection.

Bayesian Network Based methods are usually used in a multi-class setting.
These are capable of handling large dimensionality data. They support both discrete
and continuous variables and allow missing data.

RandomForest and XGBoost are both ensemble learning methods and can
be used for both classification and regression. Basically, during prediction they
combine several decision trees. XGBoost build decision tree one at a time. The
newly created tree is used to correct the errors made by the previous decision tree.
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It is widely used for anomaly detection [6, 7], because it is capable to deal with
extremely imbalanced datasets. XGBoost is based around boosted trees which are
derived by optimizing an objective function. Thus, it can solve almost all objective
functions that we can write a gradient out. It can even tackle things like ranking
and poisson regression which is difficult in ta case of RandomForest. The downside
of XGBoost is that it is sensitive to overfitting in the case of noisy data. Because
of the sequential training of trees training also takes longer than most methods.
RandomForest, in contrast to XGBoost trains trees independently, using a random
sample of the data (as its name implies). This randomness makes the resulting
models more robust thus it is less likely to overfit during training. It is used on high
dimensionality data with strongly correlated features . It is also well suited for noisy
data. Module tuning is also easier then for XGBoost, the latter having two main
parameters (number of features, and number of decision trees) when compared to
the former having three (number of trees, depth of trees and learning rate).

Both of these methods are used in conjunction with some form of hyper-
parameter optimization techniques. One of the most used methods of doing this
is with Bayesian optimization1. It creates a posterior distribution for the objective
function and calculates the uncertainty in that distribution using Gaussian process
regression [8]. It is designed for black-box derivative-free global optimization. It is
much more efficient than Random or Grid search methods.

2.1.3 Deep Learning

Deep Learning based techniques for anomaly and event detection are ever more
common in the scientific literature. These methods are used similar to supervised and
unsupervised methods described above however, they have several characteristics
which make them well suited for our needs. First, these models almost entirely
eliminate the need for feature engineering. The algorithms scan the date to identify
features which correlate and then combine them in order to increase learning and
accuracy. Furthermore, deep learning methods can be created on unstructured and
the lack of labeled data. Which in the field of anomaly and event detection is a
extremely helpful. Deep learning methods are also able to outperform traditional
methods on large datasets while at the same time generally yielding better results.
Of course there are several drawbacks such as the fact that these models are black
boxes and can be difficult to train and usually require high end infrastructure.

One Deep learning methods which is of particular interest for us is the so called
Long Short - Term Memory (LSTM) [9]. It is a type of recurrent neural network
which is capable of persisting information and use it latter in the network topology.
It is also capable to ingest multivariate features. Auto-encoder networks learn an
identity function. The input data is used to create a compressed representation of
the most relevant features which it then tries to reconstruct. In anomaly detection
a model is trained on normal data and determine the reconstruction error. If an

1http://hyperopt.github.io/hyperopt/
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abnormal data point is encountered and the network tries to reconstruct it the
reconstruction error will be much higher.

There are other classification based Deep learning methods which are used for
anomaly detection which behave the same way as normal neural network when it
comes to data input and output however thet still posses convolutional layers [10].
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Chapter 3

Events and Anomalies Detection
Engine

3.1 Events and anomalies definition

In the following section we define the terms events and anomalies. On abstract
level, we can define the anomalies as a pattern that does not conform to majority of
data. Therefore, the essential anomalies detection approach is to define behavior
of a system and declare any observation or data value that does not belong to this
normal region as an anomaly. However, there are several factors that make this
technique difficult to apply:

• Defining region that covers all possible normal behaviors is complex process.

• When anomalies were observed due to malicious actions it is difficult to
adapt.

• The exact description of a specific anomaly is different for different exascale
application.

• The availability of labeled data for training of the event and anomalies detec-
tion methods is limited.

• In many cases the data can contain noise, which could lead to false positives
during detection.

Events and anomaly detection can be split up into several categories based on
the methods and the characteristics of the available data. The most simple form
of anomalies are point anomalies which can be characterized by only one metric
(feature). These types of anomalies are fairly easy to detect by applying simple rules
(i.e. CPU is above 70%). Other types of anomalies are more complex but ultimately
yield a much deeper understanding about the inner workings of a monitored exascale
system or application. These types of anomalies are fairly common in complex
systems.
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Contextual anomalies are extremely interesting in the case of complex systems.
These types of anomalies happen when a certain constellation of feature values
is encountered. In isolation these values are not anomalous but when viewed in
context they represent an anomaly. These type of anomalies represent application
bottlenecks, imminent hardware failure or software miss-configuration. The last
major type of anomaly which are relevant are temporal or sometimes sequential
anomalies where a certain event takes place out of order or at the incorrect time.
These types of anomalies are very important in systems which have a strong spatio-
temporal relationship between features, which is very much the case for exascale
metrics.

3.2 Events and Anomalies Detection Engine Architecture

The Events and Anomalies Detection Engine Architecture (EDE) contains a set of
main components, which are based on lambda type architecture and divided into
three layers: data ingestion, data preprocessing, and training and prediction. To
begin with, due to the heterogeneous nature of most modern computing systems
(including exascale and mesh networks) and the substantial variety of solutions
which could constitute a monitoring services, the data ingestion component has to be
able to fetch data from a plethora of monitoring systems using various data formats.
The data ingestion component implements a connector sub-module that serves as
adapters for connecting different monitoring services. Furthermore, this component
is also able to load data directly from static files in various formats, including
HDF5, CSV , JSON, or even raw format. To further aid the event detection methods
the ASPIDE EDE supports data ingestion directly via query from the monitoring
solution or streamed queuing service. This reduces the time between the event
happening and it being detected.

Afterwards, the pre-processing component gathers the raw data from the data
ingestion component and applies the required transformations. It handles data
formatting (i.e. one-hot encoding), analysis (i.e. statistical information), splitter
(i.e. splitting the data into training and validation sets) and finally augmentation
(i.e. oversampling and undersampling). As an example the analysis and splitter are
responsible for creating stratified shuffle split for K-fold cross validation for training
while the augmentation step might involve under or oversampling techniques such
as ADASYN ( [11]) or SMOTE ( [12]). This component is also responsible for any
feature engineering of the incoming monitoring data.

The training and prediction component is divided into two sub-components.
The training sub-component is used to instantiate and train machine learning mod-
els that can be used for event detection. The end user is able to configure the
hyper-parameters of the selected machine learning models as well as run automatic
optimization on these (i.e. Random Search, Bayesian search etc.). Users are not
only able to set the parameters to be optimized, but to define the objectives of the
optimization. More specifically users can define what should be optimized, includ-
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Figure 3.1: EDE architecture.

ing but not limited to predictive performance of the machine learning model. The
training sub-component also handles the evaluation of the created predictive model
on a holdout set. Current research and rankings of machine learning competitions
show that creating an ensemble of different methods may yield statistically better
results than single model predictions. Because of this, we included ensembling
to the training sub-component. Finally, the trained and validated models have to
be saved in such a way that enables them to be easily instantiated and used in a
production environment. It is important to note that the training process for events
and anomalies detection can be broadly split into two main types, based on the
utilised machine learning approaches: classification and clustering (See Section
3.2.1). Once a predictive model is trained and validated it is saved inside a model
repository. Each saved model has to have metadata attached to it denoting its per-
formance on the holdout set as well as other relevant information such as size and
throughput.

Lastly, the prediction sub-component encompasses the retrieving of the predic-
tive model form the model repository and feeding of metrics from the monitored
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system. The prediction sub-component can either use the trained models to perform
inference and detect events or utilise rule based approach. In the case rule based
approach is used, the prediction component has to include a rule based engine and
a rule repository. Naturally, detection of anomalies or any other events is of little
practical significance if there is no way of handling them. Therefore, we include a
component, which once the event has been identified tries to resolve the underlying
issues. When an event or anomaly is detected, either using a trained model or a rule
based approach, the ASPIDE EDE is responsible to store the information within
the monitoring system and to signal this to both the ASPIDE autotuner and the
scheduler. The information from the prediction component is used by the autotuner
and the scheduler in the ASPIDE system to constrain the application execution
parameters and resources, which may induce anomalies, such as communication
bottlenecks or system failures. All anomalies are currently exported via the EDE
data bus which is implemented based on Kafka topics. All ASPIDE components
which are required to know about anomalies can subscribe to a specialised topic
from the EDE data bus.

3.2.1 Anomalies induction and detection methods

The ASPIDE EDE uses anomaly induction tool, which is capable of inducing
anomalies both on a single node or distributed systems spawning across several
nodes. This allows us to fully validate any results we might obtain.

The anomaly induction tool is designed to allow users to define different anomaly
induction sessions. Users are able to select from a few predefined anomalies and
create custom distributions which will be executed. This will result in logs which
when combined with metrics collected using the ASPIDE Monitoring solution result
in labeled datasets.

What type of algorithms we used for event and anomaly detection is heavily
influenced by the type of data available. When we have training data we need to
take into consideration that anomalous events are rare. They can represent well over
1% of the total amount of data. If we would use standard classification methods
such as SVM or Random Forest they will most likely classify most data points as
normal while not detecting any anomalous events, sometimes reaching close to
100% accuracy without detecting any anomalies.

This class imbalance problem is quite a difficult one to solve. We can use
over or under sampling techniques such as SMOTE and ADASYN [13, 14]. Other
techniques involve ensemble building of various models trained on resampling of
the original data. Both of these methods create new datasets for training. The
resulting models will be used for prediction, the final prediction will be an ensemble
of all of the aforementioned models. Ensembling can take many forms such as
average, maximum, minimum, Voting Classifier etc. In practice this approach yields
very good results [15, 16]. It is important to note that if we have auto-correlation
between data points a simple classifier will not yield good results. In this situation
we need to employ time series classification techniques or Recurrent neural network
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where past input are taken into greater account by the algorithms.
The likeliest scenario is that there will not be any labeled data to use to train

supervised predictive models for event and anomaly detection. In these scenarios
we can use unsupervised and semi-supervised methods. Usually these methods need
to be tested in the field as validation is not possible in the normal sense of the word.
In the case of point anomalies where only one feature is checked for anomalies we
can easily use thresholds, histograms and percentiles.

In the case of complex and collective anomalies and events we also distinguish
between univariate and multivariate outliers and events. In the case of univariate data
we are still focusing on only one feature however, we check for the order in which
these metric are received. For example metrics such as CPU or memory which
spike in strange order (after processing has finished) might indicate an anomaly
even if the values themselves are within the normal threshold for that particular
metric. One method for detecting these types of events is to use residues, meaning
that values that are not explained by a model are anomalies. Usually, we train a
model to detect the next value an apply a percentile on the error (both predicted and
actual value). Hidden Markov chains can be used to indicate the probability of a
sequence of events taking place.

Related to the anomalies detection, we primarily utilise RandomForest ( [17])
approach, which is an ensemble learning method that constructs multiple decision
trees. The RandomForest algorithm has a tendency to overfit and provide degraded
out of sample performance when compared to other methods. Therefore, the
ASPIDE EDE supports additional ML algorithms, such as the XGBoost, which
similarly to RandomForest is a decision tree based ensemble method. One of the
main differences is that it utilizes gradient boosting. In recent years it has become
the preferred ML method for small/medium well structured tabular data. Lastly, the
ASPIDE EDE also supports a Deep Neural Network (DNN) implemented
in Tensorflow1.

The parameter space available for these methods is quite extensive. Thus
we decided on using a guided hyper-parameter optimization method, namely a
genetic algorithm based one implemented using the DEAP framework2. We used
the scikit-learn wrapper from Tensorfow to enable us to expose not only training
hyper-parameters, but also some topological features from the event and anomalies
detection models. Thus, the genetic algorithm, in the case of the DNN model, can
also add or remove layers (maximum of 4 layers) and set the number of neurons
from each of these densely connected layer.

1https://www.tensorflow.org/
2https://github.com/DEAP/deap
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Chapter 4

Integration in the ASPIDE
Platform

This section provides details how the machine learning based events and anomalies
detection engine has been integrated within the ASPIDE exascale framework for
exploitation of massive parallelism [18], with a main focus on the autotuning
approach, described in Deliverable D3.6. The ASPIDE framework exposes, analyses
and associates a vast set of application execution parameters with a main goal to
improve the application performance in exascale systems. The key insight behind
such an approach is that the source of a bottleneck in a data-intensive applications
is often not place where it is detected (i.e. where the data is processed with a high
communication or thrashing overhead), but where it is allocated. The ASPIDE
approach enables efficient extension of the GrPPi unified programming model
[19] with autotuning of high-performance, automatically adaptable and tunable
data-intensive exascale applications. The ASPIDE system enables experts and
programmers to build solutions using mechanisms, which go beyond the capabilities
of contemporary approaches by putting static and dynamic optimization and code
generation technologies under their control.

The conceptual ASPIDE system depicted on Figure 4.1, consists of the following
main components:

• Application Programming Interface (API). The ASPIDE API allows the
developers to transparently define their applications. It is based on the GrPPi
generic parallel pattern interface for stream processing, which facilitates the
development of distributed and parallel application on exascale systems by
concealing the complexity of the concurrency mechanisms.

• Applications scheduler. The ASPIDE scheduler is an inter-changeable service
module that delivers pending tasks to the available resources using task
metadata and monitoring information for exploiting computing resources
and data locality. Therefore, it allows utilisation of different scheduling
algorithms. It is capable of supporting three types of queues: sequential,
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Figure 4.1: Top leview view of the system architecture.

parallel and not-ready tasks.

• Autotuner with plugable optimisation functions. The ASPIDE autotuner
enables developers to utilize plugable optimisation functions for tuning of
the application run-time parameters. It utilizes Pareto based multi-objective
optimisation algorithm that iteratively, with each execution, seeks for an
optimal application parameters, tuned for given exascale infrastructure.

• Events and Anomalies Detection Engine. The ASPIDE EDE handles the
processing of raw monitoring data from the execution of the applications in
order to identify relevant events and anomalies, which can lead to application
or system failure.

• Scalable monitoring architecture. The ASPIDE monitoring architecture
[20] is based on the Prometheus open-source monitoring system that en-
ables recording numeric time series data. It supports collection of multi-
dimensional data related to the application execution and the hardware system
performance.

4.1 System interaction

This section illustrates the data data flow among the components of the ASPIDE
framework through an usage example. The application owners use the ASPIDE
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API, based on the GrPPi language, to describe and parallelise their application. The
ASPIDE API supports a MPI+X model, adapted for distributed memory systems at
large scale. It utilizes task-based back-end for exascale environment and employs
queues for identifying the relations between the tasks and data. Afterwards, when
the application is described and all dependencies between the components are
identified, the application is send to the scheduler, which accepts the application’s
tasks in one of the three queues (sequential, parallel and not-ready). The scheduler
can use different scheduling algorithms for the different queues. Afterwards the
scheduler sends request to the autotuner for optimal execution parameters. The
request contains query on which application parameters to be used for the given
available infrastructure, such as number of threads and data size. The autotuner,
based on the optimisation functions (such as execution time or energy constrains),
applies Pareto optimisation and as a result sends a vector with information on the
application execution parameters. Thereafter, based on the execution parameters,
the sheduler prepares a set of possible schedules of application components to
resources. These possible schedules are then sent to the EDE. The ASPIDE EDE
examines if the possible schedules and execution parameters have been used in the
past and if they have induced communication bottlenecks or irregular application
behavior. Based on the information from the EDE, the scheduler removes unsuitable
schedules. If none of the remaining schedules meet the execution requirements, the
whole process is repeated from the beginning. Otherwise, the scheduler deploys the
application across the exascale infrastructure.
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Chapter 5

Evaluation

5.1 Case study application

To evaluate the performance and the behavior of the ASPIDE autotuner and events
and anomalies detection engine, we selected a representative case study concerning
processing of social media information. The widespread use of social media plat-
forms allows scientists to collect huge amount of data posted by people interested
in a given topic or event. This data can be analyzed to infer patterns and trends
about people behaviors related to a topic or an event on a very large scale. Social
media posts are often tagged with geographical coordinates and/or other information
that allows applications to identify user positions, thus enabling mobility pattern
analysis using trajectory mining techniques. The goal of this case study is to dis-
cover frequent trajectories from people movements, so as to find the common routes
followed by social media users. These most common trajectories occur between
Places-of-Interest (PoI) that users visit in an area. A Region-of-Interest (RoI) repre-
sents the geographical boundaries of the PoI’s area ( [21]), but it is also be defined
as “a spatial extent in geographical space where at least a certain number of user
trajectories pass through"( [22]).

The goal of the application is to process geotagged social media items by
exploiting the metadata they contain to extract user trajectories. The input of our
method is a large set of geotagged items gathered from Flickr. We used about 2.3
millions geotagged items published in Flickr from January 2006 to May 2020 in
Rome (named dataset-Rome). A geotagged item is a JSON string that contains a set
of metadata elements. For example, a Flickr item includes the following elements:
photo id, information about the user who published the photo, title and description,
date on which the photo was taken, format of the photo, the location where the photo
was taken, tags that describe the photo and so on. To show the basic characteristics
of data, an example of Flickr post is shown in Listing 5.1.

Listing 5.1: Metadata of a Flickr post serialized in JSON format.
{ "ID":"2703198448913072",

"DATETIME":"2021-01-02T10:00",
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Crawling

Pre-processing

Keyword extraction

RoI detection

Trajectory mining

Figure 5.1: Workflow of the urban computing use-case.

"LOCATION":{"LNG":12.456661,"LAT":41.90245},
"USER":{ "USERID":"111222333@N00", "USERNAME":"fm84"}
"TITLE":"The Papal Basilica of Saint Peter. Simply

(cont.)wonderful!",
"DESCRIPTION":"St Peter’s church in Rome"
"HASHTAGS":["holiday","vatican", "monument", "rome"],
"ACCURACY": 16}

}

The workflow is composed of the five main tasks, depicted in Figure 5.1:

A. Crawling: large amounts of data are collected from Flickr using public APIs
or loaded from files that are stored on distributed file systems.

B. Pre-processing: Flickr posts are pre-processed to make them suitable for
analysis. For example, posts can be filtered out if they do not meet some
conditions.

C. Automatic keywords extraction and data grouping: the keywords that identify
the Places-of-interests are extracted; these keywords will be used to group
social media items according to the places they refer to.

D. RoIs detection using a parallel clustering approach: A data parallel approach
is used to detect Regions-of-Interest (RoIs) starting from social media data
grouped by keywords ( [23]). RoIs represent a way to partition the space into
meaningful areas; they are the boundaries of Points-of-Interest (e.g., a square
of a city).

E. Trajectory mining: This step is run to discover behavior and mobility patterns
of people by analyzing geotagged social media items [24]. To implement this
step, the sequential pattern mining algorithm Prefix-Span ( [25]) is used.
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Figure 5.2: Distribution of event/anomaly classes

The workflow has been implemented in Apache Spark. The main parameters
used for configure the execution of the application are:

• –dataset-path: path to input dataset. To test the application with increasing
datasets, starting from the initial dataset with size of 108 MB, we created the
2X (219MB), 4X (439MB), 6X (658MB) and 8X (880MB) datasets.

• –threads-count (-t): number of threads.

• –number-of-partitions (-n): number of partitions used for dataframe.

• –executor-memory (-e): amount of memory reserved for Spark executor.

5.2 Evaluation testbed

For the evaluation testbed we have deployed both the ASPIDE monitoring solution
and the case study application. Both platforms were setup on two identical work-
stations. They run Intel(R) Xeon(R) CPU E5-2630 with 12 CPU Cores, 32 GB
ECC RAM, 2 TB SSD with a base clock speed of 2.30Ghz. These workstations
also contain a NVIDIA Tesla K20c GPU. The operating system installed on these
machines is Ubuntu 20.04.

We used an anomaly inducer solution to induce 4 types of anomalies, as de-
scribed in section 3.2.1. It is important to note that these experiments where
performed in such a manner to validate the EDE functionalities and integration with
the ASPIDE framework.

Figure 5.2 shows the distribution of anomalous instances induced by the anomaly
inducer tool. We can see that most events (marked with 0) are normal events and
the rest of the anomaly occurrences have a similar distribution. It is important to
note that true anomalies will most likely occur at a far lesser degree in a real world
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scenario. In this case we wanted to gauge the ability of each predictive model to
detect anomalies without dealing with extremely imbalanced data-sets.

We run the case study application on the largest data-set available (8x with
compressed file size of 880MB). The execution time of the application was limited
to 1 hour. The ASPIDE monitoring was setup to collect metrics every second
resulting in 3900 data points containing 67 features. After the execution of the
pre-processing steps we were left with 63 features. In Figure 5.3 we see a heatmap
representing the Person correlation of each feature. We can observe that there are
many negative and positive linear correlation between features in this data-set. This
is a good indication that class differentiation is likely meaning that combination of
features can be used for this differentiation or splitting.

Finally, we can see in Figure 5.4 traces of the CPU load in case of 4 different
evaluation scenarios. The blue line represents a clean trace with no anomalies and
no application running. The orange trace shows when only anomalies are being
executed. The last two traces show a clean trace of the AUDSOME use-case (green)
and one where anomalies are also induced (red). We can easily distinguish the effect
anomalies have on metrics traces.

5.3 Evaluation results

5.3.1 Hyper-parameter optimization

The first stage of the experiments encompass evaluation of the hyper parameter opti-
mization (HPO) technique with Randomforest, XGBoost and DNN. This allowed us
to optimize separately the performance of each predictive model. Each HPO itera-
tion was executed until the model reached 1000 epochs. Table 5.1 shows the genetic
algorithm parameters used during optimization. Due to technical limitations it was
necessary to use a distinct parameter space in the case of the DNN models. This was
in large part due to the fact that unlike the other two methods, the DNN training can
only be executed sequentially as it is reliant on a GPGPU. Furthermore, all inputs
had to be hot encoded, thus the type of cross validation score used had to support
this type of ground truth (StratifiedKFold does not support one hot encoding).

Figure 5.5 shows the HPO algorithm score for each of the optimization runs
and the three cross validation scores (CV1, CV2 and CV3). It should be noted that
the we clipped the figures in several places for the sake of brevity. Namely, the y
axis, representing the score, starts at 0.5 instead of 0 and the x axis, representing
the generation, goes only to generation 250. This was done in order to make the
figures easier to read. Particularly the clipping of the x axis was necessary as
after generation 170 all optimization experiments converged on their respective
highest scores. We can see that there is a marked difference between how each
method could be optimized. It can be observed that RandomForest and XGBoost
have considerable score churn, while DNN has a greater amplitude with a shorter
churn duration. The DNN optimization score converges in our experiments 70 to
120 generations before the other methods, which proofs it suitability for detection
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ID Scorer Splits CV Type Jobs Population
Tournament

Size

Mutation

Prob.

Crossover

Prob.

N Accuracy 4 StratifiedKfold -1 40 4 0.2 0.5

D Accuracy 2 Kfold 1 20 4 0.2 0.5

Table 5.1: Genetic Algorithm parameters

RandomForest DNN XGBoost

Parameters Values Parameters Values Parameters Values

n_estimators 10 optimizer adam n_estimators 1000

max_depth 50 learning_r 0.01 max_depth 4

max_features 50 kernel_init he_normal learning_rate 0.01

min_samples_split 5 layer_0 50 sub_samples 0.2

min_samples_leaf 6 layer_1 0 min_child_weight 6

layer_2 50 gamma 0

layer_3 100

drop 0.3

activation_1 relu

out_activation sigmoid

Table 5.2: Best performing parameters

of anomalies. Another distinction which is evident from Figure 5.5 is that only
two experiments were executed in the case of DNN. Although early stopping was
used during training for each phenotype, the total training times of the DNN were
significantly longer as compared to the other two methods. Therefore the execution
of the DNN was limited to two experiments, as longer execution times could hinder
the performance of the autotuner, which relies on the timely detection of the events
and anomalies.

5.3.2 Accuracy evaluation

In Table 5.2 we can see the parameters used for the best performing phenotypes
from each of the three methods. Considering that the scores presented in Figure
5.5 are largely pertinent to the optimization stage, we needed to evaluate the best
performing parameter space solutions individually. To this end we run the second
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precision recall f1-score support

0 0.9891 1.0000 0.9912 455

cpu 0.9903 0.9933 0.9908 150

mem 1.0000 0.9901 0.9934 152

copy 1.0000 0.9908 1.0000 218

accuracy 0.9918 975

macro avg 0.9923 0.9911 0.9917 975

weighted avg 0.9919 0.9918 0.9918 975

Table 5.3: DNN Classification Report Fold 4

stage of our experiments on the highest scoring parameters for each method using
5 fold cross-validation, while measuring the model accuracy, balanced accuracy
( [26]) and the Jaccard index ( [27]). The resulting scores can be seen in Figure 5.6.
We can observe that all models performed well. The difference between the lowest
and highest obtained accuracy is less than 0.02. Fold number 4 is of particular
interest as it provides the highest average score between all 3 scoring functions for
all predictive models.

Figure 5.7 depicts a heatmap representation of the confusion matrices for all 3
predictive models. The rate of misclassification for all models is very low as most
of these instances are related to classifying non-events as anomalies or anomalies as
non-events. One exception being that in the case of XGBoost, where an anomaly
was identified incorrectly as (copy instead of mem),

Finally, we provide a classification report, shown in Table 5.3, for the best
performing of the three explored methods, namely the DNN model. The resulting
predictive model, using the identified parameters, has performed very well in terms
of accuracy. However, the validated model and the used parameters should not be
considered as optimum in all circumstances. In the validation dataset there are no
true minority classes and there are a substantial number of events representing each
class, which limits the application of the best performing DNN model.
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Figure 5.3: Pearson Correlation of all data-set features
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Figure 5.4: Comparison of CPU loads between traces

Figure 5.5: Hyper parameter optimization experimental results
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Figure 5.6: All models scores during cross validation (5 Folds)
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Figure 5.7: Confusion Matrix for best performing validation Fold
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Chapter 6

Conclusions

In this deliverable, we described the complete research activties related to T3.3 and
provided the final detailed description of the engine for data analysis for events
detection in monitoring data for the purposes of application autotuning. Overall, we
introduced an anomalies detection approach based on a machine learning approach,
capable of detecting anomalies during exascale application execution, such as hard-
ware failures or communication bottlenecks. We utilise the events and anomalies
detection engine to constrain the search space of the optimisation problem, thus
further improving the execution efficiency of the exascale applications.

We evaluated the ASPIDE autotuner on a representative social media application
and corresponding data-set. We have created experimental scenarios in both simu-
lation and a real-world test-bed. Our results show that the event detection engine
achieved average accuracy of 95% for detecting CPU and Memory related errors,
which increased significantly the execution efficiency of the case study application.

In future, we plan to conduct experimentation with more case studies over a
larger infrastructure to further understand the intricacies of detecting anomalies for
improved application autotuning in the case of exascale systems.
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